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What We'll Cover Today
Session Road Map

ASYNC I/O DESIGN

io_context & Executors

Composed Operations

Strand-based Safety

Completion Tokens

CONCURRENCY & FLOW

Structured Concurrency

Back-Pressure Handling

Request Pipelining

Coroutines (C++20)

RESILIENCE

Connection Lifecycle

Failure Detection

Retry Strategies

Graceful Degradation

PITFALLS

Accidental Blocking

Hidden Contention

Memory-Lifetime Bugs

Mitigation Patterns

Goal: Composable building blocks you can apply directly to your RPC, Gateway, or Edge Service designs.



Why Boost.Asio & Boost.Beast?
The Production-Grade Foundation for Async C++

Boost.Asio — Async I/O Backbone

Proactor Pattern

Platform-optimised async I/O (epoll/kqueue/IOCP)

Executor Model

Control scheduling, strand-safety, thread pools

Composed Ops

Build complex async sequences from primitives

Coroutine Support

co_await with C++20 & Asio awaitables

Timer & Signal

High-res timers, OS signal handling, deadlines

Boost.Beast — HTTP & WebSocket

HTTP/1.1 & WebSocket

Full protocol support, built on Asio

Zero-copy Buffers

flat/multi buffers, splice, body types

Pipelining

Simultaneous in-flight requests over one conn

TLS Ready

SSL streams via Asio + OpenSSL integration

Custom Parsers

Extend message types for binary protocols



Async I/O Design — The Proactor Pattern
Pattern #1: Asynchronous I/O Design

PATTERN 1

Client Acceptor io_context Handler Strand

// Async TCP Session — correct async pattern
class Session : public std::enable_shared_from_this<Session> {

tcp::socket socket_;
beast::flat_buffer buf_;
http::request<http::string_body> req_;

public:
explicit Session(tcp::socket s) : socket_(std::move(s)) {}

void run() { do_read(); }

private:
void do_read() {

http::async_read(socket_, buf_, req_,
// Bind to shared_ptr prevents premature destruction
beast::bind_front_handler(&Session::on_read, shared_from_this()));

}

void on_read(beast::error_code ec, std::size_t) {
if (ec == http::error::end_of_stream) return do_close();
if (ec) return;
handle_request();  // process then write response

}
};

Key Principles

Ownership via shared_ptr

Lifetime extends across async boundaries automatically

Never block the thread
io_context.run() must stay free - 1 thread = many 
connections

Strands for safety

Serialise handler invocations without explicit locks

Error propagation

Check beast::error_code on every callback - don't ignore!



Structured Concurrency with C++20 Coroutines
Pattern #2: Structured Concurrency

PATTERN 2

// BEFORE: Callback spaghetti
void connect_and_send(endpoint ep, data d) {
socket_.async_connect(ep, [this, d](error_code 

ec) {
if (ec) { log(ec); return; }
async_write(socket_, buffer(d),
[this](error_code ec, size_t) {
if (ec) { log(ec); return; }
// more nesting...

});
});

}

// AFTER: Structured with co_await
asio::awaitable<void> connect_and_send(
tcp::endpoint ep, std::string data)

{
auto ex = co_await asio::this_coro::executor;
tcp::socket sock(ex);

co_await sock.async_connect(ep, asio::use_awaitable);
co_await asio::async_write(
sock, asio::buffer(data), asio::use_awaitable);

// linear, readable, correct — no nested lambdas
}

// Launch with structured lifetime control
asio::co_spawn(io_ctx, connect_and_send(ep, data), asio::detached);

Callback Spaghetti C++20 Coroutine (Boost.Asio awaitable)

Stack-like control flow

Exception safe, linear reading

Zero-overhead abstraction

Compiler optimises as callbacks

Cancellation support

asio::cancel_after, scope guards



Back-Pressure Handling
Pattern #3: Preventing Producer/Consumer Overload

PATTERN 3

Without back-pressure: unbounded write queues → memory explosion → OOM crash under burst traffic.

// Bounded async write queue — back-pressure pattern
class AsyncWriter {
static constexpr size_t MAX_QUEUE = 128;  // tune per SLA
tcp::socket& sock_;
std::deque<std::string> queue_;
bool writing_ = false;

public:
// Returns false if back-pressured (caller must throttle)
bool enqueue(std::string msg) {
if (queue_.size() >= MAX_QUEUE) return false;  // ← signal back-pressure
queue_.push_back(std::move(msg));
if (!writing_) do_write();
return true;

}

private:
void do_write() {
writing_ = true;
asio::async_write(sock_, asio::buffer(queue_.front()),
[this](beast::error_code ec, size_t) {
queue_.pop_front();
writing_ = queue_.empty() ? false : (do_write(), true);
if (ec) handle_error(ec);

});
}

};

// Producer side — respect back-pressure signal
void produce_events() {
for (auto& ev : event_stream) {
while (!writer.enqueue(serialize(ev))) {
// yield or delay — don't spin-burn CPU
std::this_thread::yield();

}
}

}

Back-Pressure Strategies

Bounded Queue
Reject or drop when depth exceeds threshold — signal 
caller

Token Bucket
Rate-limit outflow; absorb burst without tail-latency 
spike

Leaky Bucket

Smooth output regardless of input rate variation

Load Shedding
Drop low-priority work early; protect SLA for critical 
paths



HTTP Request Pipelining with Beast
Pattern #4: Request Pipelining

PATTERN 4

// HTTP pipelining — read requests while writing responses
// Responses MUST be sent in same order as requests (RFC 7230)

class PipelinedSession : public std::enable_shared_from_this<PipelinedSession> {
tcp::socket socket_;
beast::flat_buffer buf_;
std::queue<http::response<http::string_body>> resp_queue_;
bool writing_ = false;

void do_read() {
auto req = std::make_shared<http::request<http::string_body>>();
http::async_read(socket_, buf_, *req,

[this, req, self = shared_from_this()](beast::error_code ec, size_t) {
if (ec) return;
// Dispatch handler — non-blocking, produce response immediately
auto resp = handle_request(*req);
resp_queue_.push(std::move(resp));
if (!writing_) do_write();
do_read();   // ← keep reading without waiting for write to complete

});
}

void do_write() {
writing_ = true;
http::async_write(socket_, resp_queue_.front(),

[this, self = shared_from_this()](beast::error_code ec, size_t) {
resp_queue_.pop();
if (!ec && !resp_queue_.empty()) do_write();
else writing_ = false;

});
}

};

Throughput Impact

No Pipeline

30%

Pipeline x4

70%

Pipeline x16

100%

Relative request throughput at equal RTT. Pipelining 
amortises TCP round-trip costs.



Connection Lifecycle Management
Patterns #5 & #6: Lifecycle · Failure Detection

PATTERN 5 PATTERN 6

IDLE CONNECTING ACTIVE DRAINING CLOSED

TCP failure / timeout

// Keep-alive + timeout-based failure detection
class ManagedConnection : public std::enable_shared_from_this<ManagedConnection> {
tcp::socket socket_;
asio::steady_timer deadline_;
static constexpr auto KEEPALIVE_INTERVAL = std::chrono::seconds(30);
static constexpr auto IDLE_TIMEOUT       = std::chrono::seconds(90);

void arm_deadline() {
deadline_.expires_after(IDLE_TIMEOUT);
deadline_.async_wait([self = shared_from_this()](asio::error_code ec) {
if (!ec) {
// Timer fired — connection is stale, close gracefully
self->socket_.shutdown(tcp::socket::shutdown_both, ec);

}
});

}

void on_activity() {
deadline_.cancel();   // reset timer on every read/write
arm_deadline();

}

// Send WebSocket/HTTP ping to probe peer liveness
asio::awaitable<void> keepalive_loop() {
while (socket_.is_open()) {
co_await asio::steady_timer(co_await asio::this_coro::executor,

KEEPALIVE_INTERVAL).async_wait(asio::use_awaitable);
co_await ws_.async_ping({}, asio::use_awaitable);

}
}

};



Retries & Graceful Degradation
Patterns #7 & #8: Retry · Degradation

PATTERN 7 PATTERN 8

// Exponential back-off retry with jitter (production pattern)
template<typename Op>
asio::awaitable<void> retry_with_backoff(Op op, int max_attempts = 5) {
std::mt19937 rng(std::random_device{}());
for (int attempt = 0; attempt < max_attempts; ++attempt) {
try {
co_await op();
co_return;  // success

} catch (const std::system_error& e) {
if (attempt + 1 == max_attempts) throw;  // exhausted

// Exponential backoff + full jitter (avoid thundering herd)
auto base_ms = std::chrono::milliseconds(50 * (1 << attempt));  // 50, 100, 200, 400...
auto max_jitter = base_ms;
auto jitter = std::chrono::milliseconds(
std::uniform_int_distribution<long>(0, max_jitter.count())(rng));

auto delay = std::min(base_ms + jitter, std::chrono::seconds(30));

co_await asio::steady_timer(
co_await asio::this_coro::executor, delay)
.async_wait(asio::use_awaitable);

}
}

}

// Circuit Breaker — graceful degradation
class CircuitBreaker {
enum class State { Closed, Open, HalfOpen };
State state_ = State::Closed;
int failure_count_ = 0;
static constexpr int THRESHOLD = 5;
asio::steady_timer reset_timer_;

public:
template<typename Op>
asio::awaitable<void> call(Op op) {
if (state_ == State::Open) throw std::runtime_error("Circuit open");
try {
co_await op();
if (state_ == State::HalfOpen) { state_ = State::Closed; failure_count_ = 0; }

} catch (...) {
if (++failure_count_ >= THRESHOLD) trip();
throw;

}
}
void trip() {
state_ = State::Open;
// schedule half-open probe after 30s
reset_timer_.expires_after(std::chrono::seconds(30));
reset_timer_.async_wait([this](auto){ state_ = State::HalfOpen; });

}
};

Backoff Timeline

Attempt 1: 50ms±jitter

Attempt 2: 100ms±jitter

Attempt 3: 200ms±jitter

Attempt 4: 400ms±jitter

Attempt 5: 800ms±jitter

Circuit Breaker States

CLOSED OPEN HALF-OPEN



Pitfall #1 — Accidental Blocking
The Silent Performance Killer in Async Code

PITFALL PART 1 OF 2 — THE PROBLEM

Blocking inside an async handler serialises ALL connections on that io_context thread — every client stalls.

// BLOCKING — kills async throughput for ALL connections
void on_read(beast::error_code ec, size_t) {

if (ec) return;
// WRONG: synchronous DB call blocks the entire io_context thread (~50ms)
// While this runs, EVERY other connection on this thread is frozen.
auto result = database.query(req_.target());   // ← 50ms block
do_write(make_response(result));

}

// BLOCKING — sleep & contended mutex in the handler thread
void on_timer(asio::error_code) {

std::this_thread::sleep_for(std::chrono::seconds(1));  // blocks ALL connections!
std::lock_guard lk(heavy_mutex_);  // contended → convoy
do_work();

}

// BLOCKING — synchronous file I/O deep inside a handler
void on_request(http::request<http::string_body>& req) {

std::ifstream file(req.target().to_string());   // blocks!
std::string body((std::istreambuf_iterator<char>(file)),

std::istreambuf_iterator<char>());
send_response(body);

}



Pitfall #1 — Accidental Blocking
The Fix: Offload Work, Never Block io_context

PITFALL PART 2 OF 2 — THE FIX

Rule: io_context threads only dispatch — never compute, block, or wait. Offload everything else.

// CORRECT — post blocking work to a dedicated thread pool
class Session : public std::enable_shared_from_this<Session> {

asio::thread_pool& thread_pool_;   // separate pool, not io_context threads
asio::strand<asio::io_context::executor_type> strand_;

void on_read(beast::error_code ec, size_t) {
if (ec) return;
auto req = req_;  // copy before crossing async boundary
asio::post(thread_pool_, [this, req, self = shared_from_this()]() {

auto result = database.query(req.target());  // ← OK, own thread
asio::post(strand_, [this, result, self]() {

do_write(make_response(result));  // back on io_context strand
});

});
}

};

// CORRECT — asio::steady_timer instead of sleep (suspends coroutine, not thread)
asio::awaitable<void> delay_then_work() {

auto ex = co_await asio::this_coro::executor;
co_await asio::steady_timer(ex, std::chrono::seconds(1))

.async_wait(asio::use_awaitable);
do_work();

}



Pitfall #2 — Hidden Contention
Cache Thrash, False Sharing & Lock Convoy

PITFALL PART 1 OF 2 — THE PROBLEM

Shared mutexes and false sharing are invisible in unit tests — they only appear at scale, under concurrent load.

// LOCK CONVOY — global mutex becomes a serialisation bottleneck
struct SharedCache {

std::mutex mu;                                          // one lock, all threads
std::unordered_map<std::string, std::string> data;

};
SharedCache cache;   // shared across ALL sessions

void on_request(http::request<http::string_body>& req) {
std::lock_guard lk(cache.mu);   // ← every handler fights here — classic convoy
auto it = cache.data.find(req.target().to_string());
// Even read-only access blocks every other thread

}

// FALSE SHARING — hot counters sitting on same 64-byte cache line
struct Counters {

std::atomic<uint64_t> requests{0};  // ← same cache line as errors, bytes
std::atomic<uint64_t> errors{0};    // writing one invalidates the entire line
std::atomic<uint64_t> bytes{0};     // 3-way cache-line ping-pong under load!

};
Counters global_counters;   // every thread hammers this struct

// CONTENDED ALLOCATOR — per-request malloc under high concurrency



Pitfall #2 — Hidden Contention
The Fix: Strand Ownership & Cache-Line Alignment

PITFALL PART 2 OF 2 — THE FIX

Eliminate shared state — give each strand its own data. No shared state = no contention = linear scaling.

// STRAND OWNERSHIP — each session has its own cache, zero mutex overhead
class Session : public std::enable_shared_from_this<Session> {

asio::strand<asio::io_context::executor_type> strand_;
// Strand serialises all handlers → direct access to local_cache_, no mutex
std::unordered_map<std::string, std::string> local_cache_;

void on_request(http::request<http::string_body>& req) {
// Already on our strand — no lock needed, full throughput
auto it = local_cache_.find(req.target().to_string());
if (it != local_cache_.end()) send_response(it->second);

}
};

// CACHE-LINE PADDING — one counter per cache line, no false sharing
struct alignas(64) PaddedCounter {

std::atomic<uint64_t> value{0};
char _pad[64 - sizeof(std::atomic<uint64_t>)];  // fill rest of line

};
PaddedCounter per_thread_requests[MAX_THREADS];   // each on its own cache line

// READ-WRITE LOCK for genuinely shared, read-heavy data
struct SharedConfig {

mutable std::shared_mutex rw;
std::unordered_map<std::string, std::string> data;
std::string get(const std::string& k) const {

std::shared_lock lk(rw);  // multiple readers concurrently — no blocking
return data.at(k);

}
void set(const std::string& k, std::string v) {

std::unique_lock lk(rw);  // exclusive only on writes
data[k] = std::move(v);

}
};



Pitfall #3 — Memory-Lifetime Bugs
Use-After-Free in Async Code is Subtle & Deadly

PITFALL PART 1 OF 2 — THE PROBLEM

Async handlers fire AFTER the enclosing scope returns. Stack objects are gone. Raw captures leave dangling pointers.

// USE-AFTER-FREE — classic async lifetime bug
void start_session(tcp::socket sock) {

MySession session(std::move(sock));   // stack object — lives only in this frame

http::async_read(session.socket_, session.buf_, session.req_,
[&session](beast::error_code ec, std::size_t) {

// By the time this fires, start_session() has already returned.
// The stack frame is gone. session is at a destroyed address.
// This is Undefined Behaviour — silent crash in production!
session.handle_request();

});
}   // ← function returns here: session destroyed, handler fires later → BOOM

// DANGLING BUFFER — buffer destroyed before async_write completes
void send_reply(tcp::socket& sock, std::string msg) {

asio::async_write(sock,
asio::buffer(msg),        // ← non-owning view into local variable 'msg'
[](beast::error_code, std::size_t){});

}   // ← send_reply returns: msg destroyed, async_write still writing → CRASH

// ITERATOR INVALIDATION during async broadcast
void broadcast(std::vector<SessionPtr>& sessions, std::string msg) {

for (auto& s : sessions) {
s->async_send(msg, [&sessions](auto) {

sessions.erase(...);  // modifies container while range-for iterates → UB
});

}
}



Pitfall #3 — Memory-Lifetime Bugs
The Fix: shared_from_this + Owned Buffers + ASAN

PITFALL PART 2 OF 2 — THE FIX

Golden rule: async objects live on the heap. shared_ptr ref-count extends lifetime across every async boundary.

// CORRECT — shared_ptr extends lifetime until last handler completes
void start_session(tcp::socket sock) {

// Heap-allocated: ref-count tied to every outstanding async op
auto session = std::make_shared<MySession>(std::move(sock));
session->run();   // internally uses shared_from_this()

}

class MySession : public std::enable_shared_from_this<MySession> {
void do_read() {

http::async_read(socket_, buf_, req_,
beast::bind_front_handler(

&MySession::on_read,
shared_from_this()   // ← ref-count +1; released when handler fires

));
}
void on_read(beast::error_code ec, std::size_t) {

if (ec) return;
handle_request();   // *this is guaranteed alive here

}
};



Real-World Pattern — High-Throughput Gateway
Putting It All Together: Production Architecture

CLIENTS

HTTP/1.1

WebSocket

gRPC-web

Edge Devices

GATEWAY LAYER

Acceptor Pool

TLS Termination

Rate Limiting

Auth / JWT

PROCESSING

Request Router

Middleware Chain

Back-pressure Ctrl

Circuit Breakers

UPSTREAM SERVICES

Microservices (HTTP)

DB / Cache (Redis)

Message Bus (Kafka)

ML Inference (gRPC)

→ → →

Production Numbers (Typical Gateway)

5M+
events/sec

<500μs
P99 latency

50K+
concurrent conns

4× threads
io_context pool

Zero-copy
buffer chain



Composable Building Blocks — Your Toolkit
Apply These Patterns to Any RPC, Gateway, or Edge Service

Async I/O + Strands

io_context, strand, 
async_read/write, 
bind_front_handler

C++20 Coroutines

co_await, asio::awaitable, 
use_awaitable, co_spawn

Back-Pressure

Bounded queue + token 
bucket + load shedding

Pipelining

FIFO response queue + 
overlapping read/write

Lifecycle Mgmt

Deadline timers + heartbeat + 
graceful shutdown

Retry + Circuit Break

Exp. backoff + jitter + half-
open probe

Avoid Blocking

Offload to thread_pool_, use 
asio timers

Lifetime Safety

shared_from_this, captured 
shared_ptr, ASAN in CI

These blocks are independent - mix and match them based on your system's SLA. They compose, not conflict.



Key Takeaways
What to Take Home Today

01
Async-First, Always

Design every I/O path as async from day one. Retrofitting async 
into sync code is expensive and error-prone.

02
Coroutines > Callbacks

C++20 co_await with Boost.Asio eliminates callback pyramids 
with zero runtime overhead. Adopt it.

03
Back-pressure is Mandatory

Unbounded queues will eventually OOM your service under load. 
Build back-pressure in, not on.

04
Never Block the Event Loop

One blocking call on the io_context thread degrades ALL 
connections. Profile handler latencies.

05
Lifetime is Everything

Use shared_from_this + captured shared_ptr everywhere. Run 
ASAN in CI - async memory bugs are silent.

06
Resilience is Engineered

Retry with backoff+jitter, circuit breakers, graceful degradation -
build them in from the start.



Questions?
Let's Build Something Fast.

Samaresh Kumar Singh
Principal Engineer @ HP Inc.

cpponline.uk  ·  March 11–13, 2026 Scan to Connect
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