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Eduardo Madrid



Took 1 1/2 years of courses in AI 
“back in the day”
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Objective



“Soft Sell” of 
Genetic Programming
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Opinion Generally heard: 
Old AI is mostly dead ends, 

except neural networks
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GP in Contemporary AI/ML

• We will show that GP illuminates contemporary Machine 
Learning (ML) and LLM systems because the underlying 
concepts are the same.


• But it is easier to see those concepts playing out in 
“classical” AI such as Genetic Programming.


• The challenge of executing lots of programs play to the 
advantages of C++



Themes still central

• Decision under uncertainty


• The balance between exploitation and exploration


• Emergent solutions from vast search spaces



To contemporary AI

• Reinforcement Learning (RL)


• Modern Neural Networks


• Deep Learning


• Up to Large Language Models, LLMs



Same fundamental problems, 
different conceptual tools
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This talk

• I don’t argue that Genetic Programming is a competitor 
approach to the latest AI mechanisms


• Rather, we show how learning GP can help us understand 
better it all, because of the benefit of a different 
perspective, view point.



C++ angle

• Generic Programming: Describe the application domain 
with templates so that you get nearly hand-crafted 
performance.


• You can reuse difficult components to make such as JIT 
optimizations, profiting from the algebraic properties of the 
primitives.



Content
1. Genetic Algorithms and the Multi-Armed Bandit


2. Genetic Programming as tree-structured genomes


3. Parallels between GP and modern AI


4. The Alias Method for statistical sampling


5. The Santa Fe Trail example


6. C++-centric implementation challenges



“Multi-Armed Bandit”
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Thought Experiment

• Remember Exponential Backoff in Ethernet to deal with 
collisions?


• It is a balancing act between


• Minimizing the delays (aggressiveness)


• Minimizing the collisions (caution)



Multi-Armed Bandit
• You’re in Las Vegas and just learned that some hackers hacked some of 

the slot machines to make them pay much more.


• But to avoid detection, the machines were hacked in different ways


• And you don’t know which or how.


• To maximize your profits, you have to figure out by playing the slot 
machines which might be the ones that are hot and hottest:


• Always a trade off between:


• Exploration: statistically profiling the machines


• Exploiting what you’ve learned so far



Multi-Armed Bandit
• Online advertising


• Which ad should be shown?


• Recommendation systems


• Which content should be recommended?


• Clinical trials


• Which treatment should be tested next?



Multi-Armed Bandit
• Network routing


• Which route should carry traffic?


• Algorithm tuning


• Which parameter configuration should be tried?


• Scientific experimentation


• Which hypothesis should we test next?



Genetic Algorithms

• Population of candidate solutions


• Mutation/Recombination


• Selection


• The concept of fitness



Genetic Programming

• The genomes are trees that represent programs


• The recombination exchanges subtrees



Genetic Programming
• In Neural Networks, the insights are “distributed” along the 

activation weights: generally not tractable


• In Genetic Programming the sub-structures emerge as 
patterns that can be recognized, we will see one example


• Think of the solutions from GP as programs that are resilient 
under modifications:


• They are reiterative in the important aspects


• Interesting properties that track actual biological genomes



Genetic Programming

• Have been used successfully, see the work of John Koza, 
who eventually patented electronic circuits generated via 
GP



GP as Multi-Armed Bandit
• Like a multi-armed bandit scenario in which the mechanism 

can, without knowing the details, try different combinations 
of mechanisms and generate new ones.


• There is always the balance between giving a chance to 
mechanisms you don’t know (exploration, diversity) versus 
maximizing the profit from what you know.


• “Artificial Natural Selection”? I love oxymorons


• It is nature doing the selection, hence “natural”, under 
your criteria, hence artificial.



GP as Gradient Descent?

• Neural network learning critically depend on differentiability 
(function derivative) so that a gradient of descent can be 
obtained; GP does not: it works well in scenarios in which 
solutions can be discontinuous:


• Genetic algorithms, GP included, sort of explore several 
local hills at once



One Method that frequently 
appears in “MAB”

• You want to sample in proportion to the probability of an individual 
or “arm” in a Multi-armed bandit scenario, for example:


• If individual A has 2x the fitness of individual B, you may want A 
to have 2x the number of descendants of B in the next 
generation


• Given random draw, which parent would be selected?


• Very naively: you scan linearly O(n)


• Improvement: you use binary search O(log(n))


• More clever: the alias method! O(1)



Alias Method
• The intuition: by analogy:


• the random draw would be like a random dart thrown to a 
square target:


• Each column in the target has height of 1, has two 
parts:


• The scaled probability of a “small” element


• The remainder “alias” to a “large” element



// weights[i] are assumed normalized so that sum(weights) == 1.0


// The output is:


//   prob[i]  in [0, 1]


//   alias[i] as an index fallback for bucket i


std::vector<double> scaled(n);


std::vector<double> prob(n);


std::vector<std::size_t> alias(n);


std::vector<std::size_t> small;


std::vector<std::size_t> large;


small.reserve(n);


large.reserve(n);



// Classify the initial probabilities into the "small" and "large"
for (std::size_t i = 0; i < n; ++i) {   
    scaled[i] = weights[i] * static_cast<double>(n);
    if (scaled[i] < 1.0) {
        small.push_back(i);
    } else {
        large.push_back(i);
    }
}



while (!small.empty() && !large.empty()) {
    // Assign a slot to a "small" element
    const auto s = small.back();
    small.pop_back();

    const auto l = large.back();
    large.pop_back();
    prob[s] = scaled[s];

    // use the remainder to alias to a "large"
    alias[s] = l;
    // update the probability of the “large” element
    scaled[l] -= (1.0 - scaled[s]);
    // reintroduce the updated “large" element
    // to the appropriate set
    if (scaled[l] < 1.0) {
        small.push_back(l);
    } else {
        large.push_back(l);
    }
}



C++ Code

• Recursion


• Santa Fe Trail Demo



Santa Fe Trail

• https://en.wikipedia.org/wiki/Santa_Fe_Trail_problem


• Operations: move, turn left, turn right, if-food-ahead, prog2

https://en.wikipedia.org/wiki/Santa_Fe_Trail_problem


Prog2

• Combines two subtrees in sequence


• Example fragment Prog2(Prog2(IFA(Move), TurnRight))


• Notice that Prog2 is associative, or that 
P2(P2(A, B), C) is equivalent to P2(A, P2(B, C))



Algebraic Properties

• We know that many combinations of turning left and right 
ends up simplifying, for example, p2(tr, p2(tr, p2(tl, tl))) is 
simply doing nothing.


• We can take advantage of the cyclical nature of turning 90 
degrees


• What do we have to do to take advantage of this?



JIT
• We can use associativity and choose a canonical form, for 

example, nested Prog2 can be rearranged so the result is a 
canonical form of Prog2(A, Prog2(B, Prog2(C, …. ))) or simply 
Prog(A, B, C, … )


• We can complement the set of primitives of turn right and turn 
left to also include “flip”, 180 degree turning, and “stay” or “no-
op”.


• Instead of executing the artificial ant programs as given, the 
system could identify these transformations and apply them.  In 
effect, this would be the equivalent of compiler optimizations.  If 
this is also taking into account information about the current state 
of execution, that is equivalent to JIT optimizations.



C++ Limitations

• Genetic Programming, because of the property of self-
similarity of trees, invites the implementations to rely 
heavily on recursion (a function calling itself)


• However, recursion is usually more expensive than 
maintaining your own stack and substituting recursive 
calls with goto.  Unfortunately, the language does not 
allow you to express this directly, to simulate pushing the 
return address to the stack, you need to convert it to a 
code that then you will switch into:



void evaluation(Env &e, Indi &i) {
    std::stack<StackFrame> stack;
    auto current = &i;
    for(;;) {
        auto node = current->node();
        switch(node) {
            case TurnRight:
                e.turnRight();
                break;
            case TurnLeft:
                e.turnLeft();
                break;  
            case Move:
                e.moveForward();
                break;
            case IFA:
                if(e.foodAhead()) {
                    stack.push({current->descendantsStart(), 0});
                    goto processTop;
                }
                continue; // nothing to do
            case Prog2:
                stack.push({current->descendantsStart(), 1});
                break;
            case Prog3:
                stack.push({current->descendantsStart(), 2});
                break;
        }
        if(stack.empty() || e.atEnd()) { return; }
        
        if(0 == stack.top().descendantsCount) {
            // no more descendants to process:
            // do the equivalent of recursive return
            do {
                stack.pop();
                if(stack.empty()) { return; }
            } while(0 == stack.top().descendantsCount);
        }
        {
            auto &top = stack.top();
            --top.descendantsCount;
            top.proxy = top.proxy->next(top.proxy);
        }
        processTop:
        current = &*stack.top().proxy;
    }
}



C++ Limitations

• Alas, the performance is not the same!


• But we are still trying to figure out an empirical way for 
the optimizers (especially Clang’s) to get as close as 
possible to the optimal


• We still don’t beat “plain recursion”



For further information
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For further information
• https://genetic-programming.org/


• https://nick-lane.net/books/life-ascending-the-ten-great-
inventions-of-evolution/ 
Great read! There is a really interesting chapter about how 
recombination (sex) is a booster of the effectiveness of 
evolution.  Where I took the joke about George Bernard 
Shaw.


• Neuroevolution, a subject new to me: 
https://medium.com/@roopal.tatiwar20/neuroevolution-
evolving-neural-network-with-genetic-
algorithms-8ca2165ad04c

https://genetic-programming.org/
https://nick-lane.net/books/life-ascending-the-ten-great-inventions-of-evolution/
https://nick-lane.net/books/life-ascending-the-ten-great-inventions-of-evolution/
https://medium.com/@roopal.tatiwar20/neuroevolution-evolving-neural-network-with-genetic-algorithms-8ca2165ad04c
https://medium.com/@roopal.tatiwar20/neuroevolution-evolving-neural-network-with-genetic-algorithms-8ca2165ad04c
https://medium.com/@roopal.tatiwar20/neuroevolution-evolving-neural-network-with-genetic-algorithms-8ca2165ad04c


End
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