


Reality and
Matrices
When One Red Pill Isn't Enough

"I think you will find it's a little more complicated than that."

Andrew Drakeford
CppOnline 2026



Where we are going
How the meaning of optimal changes tonight

1 Matrix chain optimal as exact proof

2 Packing / layout optimal as best legal point in a space

3 Variadic reduction semantics become explicit

4 Architecture semantics, space, cost, search, executor

5 FIX median optimisation as engineering decision

6 FIX p99 cost, measurement, and ranking break

7 Close what formalising design search gives us

exact  →  constrained  →  structural  →  policy-driven  →  empirical  →  noisy
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Dynamic Programming 
Example
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Matrix Chain: the last innocent world

A₁
10 × 30

A₂
30 × 5

A₃
5 × 60

A₄
60 × 10

5 parenthesisations

cost range:  5,000  →  33,000  scalar multiplies

best:   ( A₁ · A₂ )  ·  ( A₃ · A₄ )   →   5,000

constexpr auto result = solve({10, 30, 5, 60, 10});
static_assert(result.cost == 5000);

We are not merely
computing a value.

We are selecting
a structure.



Using Constexpr

• Can write constexpr functions with arrays and loops that run at compile 
time.

•  Fixed-size std::arrays can be passed as arguments to and returned 
from constexpr functions at compile time.

•  It’s simple to write graph and dynamic programming algorithms using 
this language feature.  

• We can solve optimisation problems at compile time



What is Matrix Chain Multiplication?

• Given a sequence of matrices A1, A2, ..., An, we want to multiply them.

• Matrix multiplication is associative:

o Example: (A × B) × C × D  = A × (B × C) × D

• Goal: Find the best order to multiply matrices to minimise scalar multiplications.

• “Algorithms” Gupta et al, Chapter 6 .5  
https://people.eecs.berkeley.edu/~vazirani/algorithms/chap6.pdf



Why Order Matters

• Example: Different Orders, Different Costs

• Given matrices:

o A1 (10 × 100), A2 (100 × 5), A3 (5 × 50)

• Two ways to multiply:

1. (A1 × A2) × A3 → (10 × 100) × (100 × 5) → 5000 + (10 × 5 × 50) → 7500 ops

2. A1 × (A2 × A3) → (100 × 5) × (5 × 50) → 25000 + (10 × 100 × 50) → 75000 ops

• Conclusion: Different orders → Different computation costs!



Optimisation and Cost Function



Optimisation and Cost Function



Optimisation and Cost Function

Cost  = Left Chain cost  + Right Chain cost  + cost of split 



Efficient Implementation

•  Work bottom-up, solving smaller sub-problems first and caching the 
results in an array. The dynamic programming matrix. The row  and column 
are the positions of the chain [start,  end]

•  Reuse results of smaller sub-problems, ie left chain and right chain costs





Dynamic Programming Approach

• Define cost table  C[i][j] = Minimum number of operations to multiply 
matrices Ai to Aj. Start i, End j



Dynamic Programming Approach 

• Define cost table  C[i][j] = Minimum number of operations to multiply 
matrices Ai to Aj. Start i, End j

Diagonal  gives chains of length 1



Dynamic Programming Approach

• Define cost table  C[i][j] = Minimum number of operations to multiply 
matrices Ai to Aj. Start i, End j

Chains of length 2



Dynamic Programming Approach

• Define cost table  C[i][j] = Minimum number of operations to multiply 
matrices Ai to Aj. Start i, End j

Chains of length 3



Dynamic Programming Approach

• Define cost table  C[i][j] = Minimum number of operations to multiply 
matrices Ai to Aj. Start i, End j

Chain of length 4



The Algorithm

Determine the cost of executing all chains and their optimal split 
point. Store the lowest cost in the dynamic program matrix for the 
chain [ start, end ]. Also, store the optimal split for each chain in the 
split matrix

•  Bottom up.
• Iterate over chains of length  len = 1 to N
• Chains starting at positions 1 to N-len
• For each chain, search all points 1 to len, record the optimal split 

point k   which minimises cost



Constexpr  function set up square arrays 



Initialise the DP matrix diagonal: 
zero cost length 1  chains



Bottom-up DP computation 
Iterate over chain lengths 



Bottom-up DP computation 
Iterate over chain length  and start position



Bottom-up DP computation 
Iterate over chain length, start and split position (k) 



Running An Example Matrix at Compile Time



Optimal runtime performance example. Create 
matrices and measure the naive and optimised 
run times
•https://godbolt.org/z/b3x3ao14K

https://godbolt.org/z/b3x3ao14K
https://godbolt.org/z/b3x3ao14K


Running 
optimised and 
matrix chains 

example 

Naïve  Chain



A Later Improvement

• Since we know these things at compile time

• What if set up dispatch at compile time

• Zero Cost .  



Zero Cost Dispatch -> Expression Template
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From Score to Space 
Position
Knapsack, packing, and the move from
"what is the best number?" to "what is the winning position?"



The 0/1 Knapsack Problem

Given:

N items, each with weight wᵢ and value vᵢ
  A knapsack with capacity W

Find:

A subset S that maximises  Σ vᵢ
  subject to  Σ wᵢ  ≤  W

Example

Item Wt Val

Tent 7 15

Stove 3 10

Food 4 12

Binoculars 5 8

First-aid 2 6

Map+Compass 1 8

Capacity W = 15 kg

Design space:  2⁶ = 64 candidate subsets

Act 2 — From Score to Space Position



The DP Recurrence

dp[ i ][ w ]  =  maximum value achievable using items 1 … i with capacity w

dp[ i ][ w ]  =  max (

dp[ i − 1 ][ w ] skip item i

dp[ i − 1 ][ w − wᵢ ] + vᵢ take item i

)

Time: O( N × W )       Space: O( N × W )
Backtrack to recover which items — the 
structure

Act 2 — From Score to Space Position



Each row adds one more item to the candidate pool 
— row i means "considering only items 1…i“
— so as you move down the table, the search space grows.

Each column is a weight budget from 0 to W, 
so the cell dp[i][w] answers 
"what is the best value I can achieve using items 1…I
 if my knapsack can hold at most w kg?



Populating the DP Matrix
dp[ i ][ w ] = maximum value using items 1…i with capacity w

Item (w, v) 0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15

∅ (none) 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

T  (7, 15) 0 0 0 0 0 0 0 15 15 15 15 15 15 15 15 15

S  (3, 10) 0 0 0 10 10 10 10 15 15 15 25 25 25 25 25 25

F  (4, 12) 0 0 0 10 12 12 12 22 22 22 25 27 27 27 37 37

B  (5, 8) 0 0 0 10 12 12 12 22 22 22 25 27 30 30 37 37

A  (2, 6) 0 0 6 10 12 16 18 22 22 28 28 28 31 33 37 37

M  (1, 8) 0 8 8 14 18 20 24 26 30 30 36 36 36 39 41 45

w < wᵢ : cannot take item (skip only)

Took item (value improved over row above)

Optimal answer: dp[6][15] = 45

Skipped item (inherited from row above)

Each row adds one item to consideration.  Red cells: the item is too heavy — only skip is legal.  Green cells: the item was taken — value 
strictly improved.

Act 2 — From Score to Space Position



Backtracking: Recovering the Structure
Follow the trail: if dp[i][w] ≠ dp[i−1][w], item i was taken → move to dp[i−1][w−wᵢ]

Item (w, v) 0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15

∅ (none) 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

✓ T  (7, 15) 0 0 0 0 0 0 0 15 15 15 15 15 15 15 15 15

✓ S  (3, 10) 0 0 0 10 10 10 10 15 15 15 25 25 25 25 25 25

✓ F  (4, 12) 0 0 0 10 12 12 12 22 22 22 25 27 27 27 37 37

✗ B  (5, 8) 0 0 0 10 12 12 12 22 22 22 25 27 30 30 37 37

✗ A  (2, 6) 0 0 6 10 12 16 18 22 22 28 28 28 31 33 37 37

✓ M  (1, 8) 0 8 8 14 18 20 24 26 30 30 36 36 36 39 41 45

dp[6][15]=45  ✓ Map+Compass  →  dp[5][14]=37  ✗ First-aid  →  dp[4][14]=37  ✗ Binoculars  →  
dp[3][14]=37  ✓ Food  →  dp[2][10]=25  ✓ Stove  →  dp[1][7]=15  ✓ Tent

Selected:  Tent + Stove + Food + Map+Compass  =  {A, B, C, F}     value 45, weight 15

Item taken (moved diagonally) Item skipped (moved straight up) Start / terminus

Act 2 — From Score to Space Position











godbolt.org/z/dTs9Gq75Y

godbolt.org/z/dTs9Gq75Y

https://godbolt.org/z/dTs9Gq75Y
https://godbolt.org/z/dTs9Gq75Y


Compile-Time Knapsack
constexpr auto result = solve_knapsack<6, 15>(items);

static_assert(result.optimal_value == 45);

static_assert(result.total_weight  == 15);

// The structure — which items are selected

static_assert( result.selected[0]);  // Tent

static_assert( result.selected[1]);  // Stove

static_assert( result.selected[2]);  // Food

static_assert(!result.selected[3]);  // Binoculars  ✗

static_assert(!result.selected[4]);  // First-aid   ✗

static_assert( result.selected[5]);  // Map+Compass

godbolt.org/z/dTs9Gq75Y

godbolt.org/z/dTs9Gq75Y

Every assertion fires at compile time.
The compiler is the verifier.

The result is not the number 45.
It is the selection {A, B, C, F}.

Act 2 — From Score to Space Position

https://godbolt.org/z/dTs9Gq75Y
https://godbolt.org/z/dTs9Gq75Y


The Design Space View

SPACE CONSTRAINT + COST WINNER

→ →

2ᴺ candidate subsets

Each point is a
selection mask:

{0,1}ᴺ

Constraint:

Σ wᵢ  ≤  W

Cost (to maximise):

Σ vᵢ

{A, B, C, F}

value 45, weight 15

This is the
selected structure.

"Once you see optimisation this way, you stop thinking 'what is the best number?'
and start thinking 'what is the winning position in a legal design space?'"

Act 2 — From Score to Space Position



The Same Pattern, Different Domain

Knapsack Struct Layout

Space 2ᴺ subsets N! field orderings

Constraint Σ wᵢ ≤ W alignment + padding rules

Cost Σ vᵢ  (maximise) sizeof(S)  (minimise)

Winner selected subset selected field order

Emitted the chosen packing the chosen layout

"The same search pattern that packs value into a bag can pack fields into memory."

Act 2 — From Score to Space Position
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Variadic and Descriptors



The Roofline Plot

• Graph of performance  (G)Flops
  V 
• The number of operations applied to each Byte processed.



Roofline Analysis: Example roofline graph

• DRAM Bandwidth
• L3 Bandwidth
• L2 Bandwidth
• L1 Bandwidth

• Processor Limit 



Roofline Analysis: 
Speed Up Memory Bound
• Increase Flops/ Byte(arithmetic intensity)
• Increase Gflops (unless maxed out)

• Moving up the diagonal lines  



Sequential  
Considered 

Harmful !

Do More Work: Use More Lambdas

Process the same data items with different lambdas 

Update multiple reductions at each element.

Pass through the data set only once.

Example  statistics
Compute  average,  2nd, 3rd and 4th moments.



From



Sequential  
Considered 

Harmful !

To: Multi/ Variadic Reduction.

Returning a tuple of values



Variadic Template Magic





Lambdas 



Base –case Reduction over a map



Reducing with multiple lambdas



Results

• Running with both reductions 



• Using a variadic reduce algorithm, could give significant performance 
improvements when suitably employed.

• Works well when many, memory-bound, simple lambdas are applied over 
the container.

• Even contiguous  SIMD reductions can sometimes benefit from multiple 
reductions



Variadic Reduce

https://godbolt.org/z/1oK55zYb3



A Better Composition
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Architecture

Semantics, space, cost, search, executor

From ad-hoc optimisation to a named, typed, enforced protocol



The Big Idea

Many performance decisions are configuration choices with known structure:

Which storage format? CSR vs DIA vs ELL

Which loop ordering? row-major vs tiled vs wavefront

Which reduction tree? linear vs pairwise vs block

Which struct layout? hot/cold split vs packed

If the structure is known at compile time, the compiler can search for the optimal choice.



Four Domains, One Architecture

Matrix Chain interval_split_space interval_dp Optimal parenthesisation

Struct Layout
descriptor_space
(field order × alignment × padding)

exhaustive + 
valid_view

Cache-line-optimal layout

FIX Parser
per_element_space
(2.3M expression template configs)

beam_search + SVR 
model

27.8 ns/msg (3.59× faster)

SpMV
spmv_space
choose(leaf(CSR), leaf(DIA))

exhaustive 
measurement

DIA selected for tridiagonal

Same pipeline. Different spaces, different cost functions, different domains.



The Five-Component Pipeline

Space

what to search
→

Validity

what’s legal
→

Search

find optimum
→

Bridge

encode for learning
→

Dispatch

zero-cost code

define space  →  filter by validity  →  search for optimum  →  encode for model  →  dispatch to 
executor

Worked example: 3D loop nest optimisation

Space order(6) × simd(4) × isa(2) × fma(2) × aligned(2)  =  192 points

Validity INNERMOST_SIMD requires vectorisable dim;  FMA requires AVX+  →  138 legal

Search exhaustive over 138 points with hand-written cost

Bridge 5 descriptors → 15 features (one-hot enums, binary bools)

Dispatch matmul_executor<IKJ, INNERMOST_SIMD, AVX2, true, true>  →  47× faster

Act 4 — Architecture



Space & Validity
What to search  ·  What’s legal

descriptor_space loop_opt("loop_opt",

make_enum_vals("order", loop_orders),   // 6

make_enum_vals("simd",  simd_strategies), // 4

make_enum_vals("isa",   isa_levels),      // 2

bool_flag("fma"),                    // 2

bool_flag("aligned")                // 2

);

// 6 × 4 × 2 × 2 × 2 = 192 points

Each dimension is a
named, typed descriptor.
Point = std::tuple<...>

Structural type in C++20
→ valid as NTTP
→ dispatch is possible

auto valid_space = filter_valid(base, [&](const auto& pt) {

auto [ord, sim, isa, fma] = pt;

if (sim==INNERMOST_SIMD && !vectorisable[inner])

return false;

if (fma && isa==SSE) return false;

return true;

});

Constraints are structure,
not cost.

Cost ranks what exists.
Validity defines what exists.

192 candidates  →  filter  →  138 legal configurations     (cost function never sees the 54 invalids)

Act 4 — Architecture



Search & Bridge
Finding the optimum  ·  Encoding for learning

constexpr auto [best, cost] =

exhaustive_search(valid_space,

[&](const auto& pt) {

return evaluate_cost(pt, inst); });

Solver is generic over
space concept. Calls
enumerate(fn), tracks min.

Hand-written

Weighted indicators:
stride penalty, SIMD bonus,
L1 fit bonus

Simulation

Compile-time LRU cache sim.
Single-pass. Misses warm-start
effects (48× gap found).

Learned (SVR/MLP)

Sample → measure → encode
→ fit → predict. Bridge makes
features commensurable.

Bridge encoding

// 5 descriptors → 15 features:

// order(6)→one-hot[6]  simd(4)→one-hot[4]  isa(2)→one-hot[2]  fma→binary[1]  aligned→binary[1]

auto bridge = default_bridge(space);

bridge.write_features(point, std::span{features});  // no allocation

Space defines what to search.  Bridge defines how to encode.  Cost model is swappable.

Act 4 — Architecture



Zero-Cost Dispatch
The search result becomes a type, not a runtime value

Runtime dispatch

double* table[] = {&v1, &v2, &v3};

table[config](); // indirect call

// opaque to optimizer — wall

CT-DP dispatch

using optimal = executor<cfg>;

optimal::execute(A, B, C, N);

// direct call, fully specialised

The instantiation path

// 1. Compile-time search

static constexpr auto result = solve(space, cost);

// 2. Result becomes a type (struct NTTP)

using optimal = matmul_executor<result.best_config>;

// 3. One concrete function — all if constexpr resolved

optimal::execute(A, B, C, N);  // 47× faster

Three C++20 features combine

1. constexpr evaluation — search runs 
at compile time

2. structural NTTPs — result struct IS the 
template arg

3. if constexpr — branches resolve, dead 
code eliminated

Act 4 — Architecture



Zero Cost Dispatch -> Expression Template



The Framework’s Value
Boundaries, not algorithms

1 Constraints are structure, not cost

2 Every dimension must have a wire to the executor

3 The instance is the observation, distinct from the decision

4 Wrappers must be honest about capabilities (tier system)

5 Factored structure and indexing are independent

6 Single source of truth for the solve path (CT = RT)

7 Correctness tests are architecture, not afterthoughts

8 The algorithms are trivial. The contracts are the product.

9 Small examples expose gaps that large designs hide

"Exhaustive search is a nested for loop. The cost model is problem-specific. What the framework provides is 
the protocol between them — named, typed, enforced."

Act 4 — Architecture
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Cost 



The Escalation of Cost
From exact to multi-dimensional

Example Cost Structure

Matrix chain Exact scalar cost

Packing / layout Constrained but explicit cost

Performance engineering Multi-dimensional cost

throughput  ·  latency  ·  p99  ·  memory traffic  ·  determinism  ·  error  ·  code size

Performance cost is often multi-dimensional.

cppOnline 2026  •  Andrew Drakeford  •  Act 5: Search Needs Cost



Our Search Is Not the Compiler’s Search

Compiler Search

Instruction scheduling

Inlining decisions

Vectorisation heuristics

Register allocation

Code-size trade-offs

compiler space  ·  compiler cost  ·  compiler policy

Our Design Search

Parenthesisation order

Field ordering / layout

Reduction tree structure

Tile shape / traversal

Parser strategy combination

semantic space  ·  explicit cost  ·  chosen policy

Compilers optimise within a structure.
We often need to search across structures.

cppOnline 2026  •  Andrew Drakeford  •  Act 5: Search Needs Cost



Why This Matters
This is why policy, Pareto, calibration, and uncertainty appear

single exact cost

↓

constrained explicit cost

↓

multi-dimensional cost

↓

no single natural winner

↓

policy / Pareto / calibration

Selection criteria can stay open

Scalar score Collapse to one number

Constraints Feasible set, then rank

Lexicographic Determinism first, then speed

Frontier retention Keep the Pareto set

Late selection Defer until runtime context

Formalising design search forces hidden assumptions into the open.

cppOnline 2026  •  Andrew Drakeford  •  Act 5: Search Needs Cost



The Hypothesis Stack
What assumptions are buried in a static cost model?

Intent what we care about

↓

Selected structure which candidate did we pick?

↓

Compiler lowering will the compiler emit what we expect?

↓

Hardware behaviour will the machine behave as modelled?

↓

Workload regime is this the access pattern we modelled?

↓

Environmental SMT, NUMA, thermal, contention

↓

Predicted cost

Not one assumption.

A stack of assumptions.
Each layer can shift
independently under different
compilers, hardware, or
workload regimes.

Instruction count is not a
cost model. It is, at best,
one feature in a cost model.

Useful for search. Not entitled to be right.

cppOnline 2026  •  Andrew Drakeford  •  Act 5: Search Needs Cost



The Cost Landscape Is Contingent
The design space may be stable. The cost landscape is not.

Same semantic
design point

→  different realised behaviour under:

Different compilers ⚑ Different optimisation flags

◇ Different hardware ▦ Different cache / memory

Different workload regimes ◉ Different environments

The design space may be stable. The cost landscape is contingent.

cppOnline 2026  •  Andrew Drakeford  •  Act 5: Search Needs Cost



Why Calibration Is Not Optional
From hypothesis to evidence

Cost Model Strength

Source-level / instruction model Cheapest, weakest

Post-codegen static features Observes compiler output

Target-conditioned model Hardware-aware

Empirically calibrated Grounded in measurement

The reasoning

1.  We need a cheap model to search a large space.

2.  A source-level model is cheap.

3.  But it assumes too much about codegen,
     hardware, and environment.

4.  Therefore: useful for coarse pruning,
     not trustworthy near top candidates.

5.  That is why calibration appears.

Calibration is what happens when the hypothesis stack meets a real machine.

cppOnline 2026  •  Andrew Drakeford  •  Act 5: Search Needs Cost



Calibration

• Measuring the quantities of interest in a controlled experiment 
for  one or more configurations of the design being investigated or 
proxies

Establishing a ranking model for performance using KRR and then 
estimating performance using the model
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FIX Simple Parser Optimise P50



From Struct Layout
to Tail Latency

What Happens When You Keep Pulling the Thread

A response to Michel Tonetti's "Generic Isn't Fast Enough for FIX"



The Problem Shape
One structure, three domains

Struct Layout

N fields, factorial
orderings, cache line
boundaries

Exact cost model

→

FIX Parser

12 numeric fields,
4 strategies each,
16.7M configurations

Approximate cost model

→

Tail Latency

Top candidates within
3 ns of each other,
mean can't rank them

Cost model breaks down

Common structure:  N positions  ×  discrete choices  ×  measurable costs  ×  zero-dispatch deployment



Tonetti’s Insight
The right question: "What can I safely assume about my domain?"

FIX Domain Constraints

Pure ASCII digits

Known field lengths

No locale, no sign, no whitespace

Stable message formats

2-digit counters to 17-digit timestamps

hm::atoi Result

~60%
faster than std::from_chars
on a 17-digit timestamp

CV < 0.1% — deterministic

One field, one strategy, measured in isolation.  What happens across an entire message?



Four Conversion Strategies
Each parameterised on digit count D, known at compile time from the FIX schema

Unrolled

if constexpr (D==3)
  return (p[0]-'0')*100
       + (p[1]-'0')*10
       + (p[2]-'0');

3 instructions, zero branches

DP selects for:

CheckSum (3d), PosNo (3d)

Block4 (SWAR)

for (b=0; b<D/4; ++b)
  blk = p[..]*1000 + ...
  r = r * 10000 + blk;
// constexpr tail

4 digits/iter, fully unrolled

DP selects for:

SeqNum (7d), Price (10d), Time (17d)

Loop (Horner)

for (i=0; i<D; ++i)
  r = r*10 + (p[i]-'0');

Known trip count → compiler unrolls

DP selects for:

NoMDEntries (2d)

Generic

for (i=0; i<D; ++i) {
  if (p[i]-'0' > 9)
    return -1; // noinline
  r = r*10 + d;
}

Validation + noinline = barrier

DP selects for:

Baseline (all fields)

No single strategy dominates → 4¹² ≈ 16.7M configurations for one message type



The Plan Is a Type
Plan<SWAR, SWAR, SWAR, Loop, SWAR, SWAR, SWAR, SWAR, SWAR, Unrolled, SWAR, Unrolled>

S
Body
Len

S
Seq

Num

S
Send
Time

L
NoMD
Entry

S
Entry

Px

S
Entry
Size

S
Sec
ID

S
Entry
Time

S
Entry
Date

U
Check
Sum

S
Num
Ord

U
Pos
No

Expression templates encode the DP’s output as a compile-time type.
The compiler sees the entire parse chain as one function — no dispatch, no indirection.

Runtime dispatch

switch(strategy) → call boundary
blocks cross-field ILP

Expression templates

Plan<...> → fully inlined
joint register alloc, ILP, store coalescing



Layer 1: The Plan
The DP’s output is a type, not a value

template<Strategy... Ss>

struct Plan {

static constexpr std::array<Strategy, sizeof...(Ss)>

strategies = {Ss...};

static constexpr Strategy get(size_t i) { return strategies[i]; }

};

A concrete plan (the DP winner):

using Optimal = Plan<SWAR, SWAR, SWAR, Loop, SWAR, SWAR, SWAR, SWAR, SWAR, Unrolled, SWAR, Unrolled>;

S

BodyLen

S

SeqNum

S

SendTime

L

NoMD

S

EntryPx

S

EntrySize

S

SecID

S

EntryTime

S

EntryDate

U

CheckSum

S

NumOrd

U

PosNo

Plan<...> is a type, not a runtime value. get(i) is constexpr — the compiler resolves every strategy at instantiation time.



Layer 2: FieldParser
A compile-time dispatch table — no switch, no function pointer

// Primary template: maps (Strategy, D) → parser struct

template<Strategy S, int D> struct FieldParser;

// Each specialisation inherits a concrete parser

template<int D> struct FieldParser<Unrolled, D> : UnrolledParser<D> {};

template<int D> struct FieldParser<SWAR,     D> : SWARParser<D>     {};

template<int D> struct FieldParser<Loop,     D> : LoopParser<D>     {};

template<int D> struct FieldParser<Generic,  D> : GenericParser<D>  {};

template<int D> struct FieldParser<Skip,     D> : SkipParser        {};

What the compiler sees:

FieldParser<SWAR, 7> → SWARParser<7> SeqNum: 7-digit SWAR

FieldParser<Unrolled, 3> → UnrolledParser<3> CheckSum: 3-digit unrolled

FieldParser<Loop, 2> → LoopParser<2> NoMDEntries: 2-digit loop

Both S and D are compile-time constants → template specialisation resolves to one concrete parser. No runtime dispatch.



Layer 3: Compile-Time Recursion
ParseFieldWire walks field positions at compile time, not runtime

template<typename PlanType, int I = 0>

struct ParseFieldWire {

static FORCE_INLINE void run(

const WireMessage& msg, ParseResult& out) {

constexpr Strategy S = PlanType::get(I);

constexpr int D = FIELDS[I].digits;

if constexpr (D > 0 && S != Skip)

out.values[I] = FieldParser<S,D>::parse(...);

if constexpr (I + 1 < NF)

ParseFieldWire<PlanType, I + 1>::run(msg, out);

}

};

Compile-time lookup:
S and D are constexpr,
known at instantiation

Resolves to one concrete
parser — fully inlined

Compile-time recursion:
I+1 increments at
instantiation, not runtime

What the compiler instantiates:

I=0

SWARParser<7>

BodyLen

→
I=1

SWARParser<10>

SeqNum

→
I=2

SWARParser<17>

SendTime

→
I=3

LoopParser<2>

NoMD

→
I=…

…

I=11

UnrolledParser<3>

PosNo

→
I=12

I+1 == NF → stop

FORCE_INLINE + compile-time recursion = one straight-line function body. No call stack, no branches between fields.



What the Compiler Actually Sees
After instantiation: one function, no dispatch, no recursion

Runtime dispatch (switch per field)

for (int i = 0; i < NF; ++i) {

switch(plan[i]) {  // indirect

case SWAR:

parse_swar(msg, i); // call boundary

break;

case Unrolled: ...

}  // blocks ILP across fields

}

Expression template (after instantiation)

// one function, fully inlined:

out[0]  = swar_parse_7(p0);

out[1]  = swar_parse_10(p1);

out[2]  = swar_parse_17(p2);

out[3]  = loop_parse_2(p3);

...    

out[10] = swar_parse_7(p10);

out[11] = unrolled_parse_3(p11);

What’s eliminated:

✗ switch / function pointer per field no indirect calls

✗ call boundary between fields cross-field ILP enabled

✗ runtime loop over field positions fully unrolled, straight-line

✗ strategy lookup at runtime resolved at instantiationThis is where the ~1.83× dispatch-elimination speedup comes from. Runtime dispatch adds 25–30 ns — 
comparable to the parsing work itself.



Benchmark Results
22-field MarketDataIncrementalRefresh, L1-resident, median of 15 trials

Generic 

from_chars-equivalent
noinline per field

100.2
ns/msg

1.00×

Expert (RT dispatch)

Best single strategy
switch dispatch

59.0
ns/msg

1.70×

DP Optimal (ET)

Compile-time DP
expression templates

27.8
ns/msg

3.59×



Where Does 3.59× Come From?
Three sources of speedup, layered

Specialisation
Generic → Expert (RT)

1.70×

Dispatch elimination
Expert RT → Expert ET

~1.83×

DP strategy tuning
Expert ET → DPOptimal

~1.03×

The dominant effect isn’t per-field strategy choice — it’s eliminating dispatch.
Runtime dispatch adds 25–30 ns, comparable to the parsing work itself.



The p50 cost model
A per-field lookup table — 48 numbers

total_cost(config)  ≈  Σ field_cost[field_i][strategy_i]

1
Measure 12 fields × 4 strategies = 48 isolated benchmarks.

Each measures one field with one strategy, everything else held constant.

2
Sum Predict any configuration's cost by adding up the 12 per-field costs.

Assumes fields don't interact — total ≈ sum of parts.

3
Solve DP picks the strategy per field that minimises the sum.

Exact optimum of the additive model. O(12 × 4) = trivial.

At p50 this works.  Median latency is stable, fields are roughly independent, and the DP finds 
3.59×.



Where the Cost Model Breaks

What works What breaks

6.7% mean error (additive model) ±1.9 ns error on 27.8 ns measurement

Zero rank inversions across strategies Top 5 configs within 3 ns of each other

Simplex finds 0 improving neighbours Can’t rank top candidates on mean

Identifies correct region of space 21 phantom improvements under RT dispatch

When the cost surface is flat, measurement methodology determines what you find.

The RT-dispatch simplex found 21 "better" neighbours — all noise from the 25–30 ns dispatch overhead.



Why it breaks at p99
Tail latency isn't a sum of independent parts

What breaks

Fields interact
Strategy A on field 3 changes the cache

state that field 7 sees. The sum-of-parts

assumption is violated.

Tails are noisy
p99 is driven by rare events — cache

misses, TLB flushes, branch mispredicts.

Measurement CV jumps from <1% to 5–15%.

Ranking breaks
Config A beats Config B at p50 but loses

at p99. The ordering is not preserved.

Different metric, different winner.

What we need

Full-configuration model
Score the entire 12-field assignment,

not a sum of parts. Needs to see

interactions between fields.

Trained on measurements
200 measured configurations → KRR

surrogate.  Dimensionality reduction:

16.7M configs → 1,024 scored.

Beam search, not exact DP
The space is too large for exhaustive

search.  Model narrows it, exact sweep

confirms the winner.

48 measurements → exact DP          vs.          200 measurements → learned model → guided 
search

The cost model had to get harder because reality got harder.  Same framework, different search.



The Question Changes

Old question

"Which configuration
is fastest?"

→
New question

"Which has the
best tail?"

→ minimise mean → navigate Pareto frontier

Two configs, same median — different tails

Config A: tight, predictable — best p99 but +1 ns on mean

Config B: lowest median but occasional 2× spikes from branch mispredict

The "optimal" depends on your policy — that's a Pareto frontier, not a point
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Compile-Time Optimisation
of a FIX Protocol Parser

Learning a Cost Model for Expression-Template Search

Andrew Drakeford

andrewdrakeford@gmail.com
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C O N F I G U R A T I O N S
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E X P E R I M E N T



The FIX Parser Configuration Space
Each of 12 message fields can use one of 4 parse strategies.

U Unrolled

Fully unrolled digit loop
Max ILP, largest code

S SWAR

Word-at-a-time parallel
Good throughput, moderate

L Loop

Counted loop
Compiler decides unrolling

G Generic

Branch-on-delimiter
Most defensive, smallest

Search space: 4¹² = 16,777,216 configurations

Each compiles to different machine code with different instruction scheduling, register allocation, and cache behaviour. Runtime dispatch 
cannot replicate this.

constexpr fix_config cfg = { U, U, S, L, S, U, U, S, U, U, U, U };  // "UUSLSUUSUUUU"
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CT-DP: The Plan IS a Type
The optimisation decision is a template parameter.

No Runtime Dispatch

Template instantiation eliminates
all branch overhead between fields

Compiler Optimises Across

ILP, register allocation, cache line
amortisation across all 12 fields

// The plan is a compile-time constant

constexpr fix_config plan = { U,U,S,L,S,U,... };

// The parser is specialised at compile time

auto tok = fix_et_parser<plan>::parse(msg, offs);

// The compiler sees the ENTIRE 12-field chain

// as one function → cross-field ILP, fusion

Key lesson: runtime dispatch overestimates latency by 1.2–1.9× compared to template-specialised code.

The framework needs a cost function to choose among 16.7M plans.
Exhaustive measurement: ~48 years. Analytic model: doesn’t exist.
Solution: learn a surrogate from a small measured sample.

3



Measuring p99 Latency
The target is tail latency. The enemy is noise.

Sources of Noise Mitigation Strategy

Context switches during measurement RDTSC fenced timing (rdtsc_start / rdtsc_end)

CPU frequency scaling (turbo boost) Batch averaging: 64 parses per sample

Cache state variation across runs 50,000 samples per configuration

Branch predictor warm-up transients 4,000-parse warmup per config

TLB and prefetcher state TSC calibration against steady_clock

~6 ns run-to-run variance floor DoNotOptimize + ClobberMemory barriers

64
parses/sample

50K
samples/config

3.2M
parses measured

225ms
per config
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Statistical Noise Reduction
Empirical p99 is a single order statistic from 50K samples. Fitted p99 uses the entire distribution shape.

Lognormal Fit

MLE: μ = mean(log x), σ = std(log x)

p99 = exp(μ + σ × 2.326)

Natural for latency: multiplicative noise.
Uses all 50K samples via μ and σ.

Gamma Fit

MoM: shape = μ²/σ², rate = μ/σ²

p99 via Wilson-Hilferty approx

Good for pipeline-stage sums.
KS statistic selects best fit per config.

This infrastructure already exists. We can use log(p99) as a better training target for free.
The fitted distribution parameters are stable MLE estimates from 50K points, not noisy empirical quantiles.
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Cost Model: Kernel Ridge Regression

KRR with RBF Kernel

K(x,y) = exp(-γ ||x-y||²)    // RBF kernel
Solve: (K + λI) α = y            // Cholesky
Predict: f(x) = Σ αᵢ K(xᵢ, x)  // weighted sum

Two-stage CV tuning:
Stage 1: 5×5 coarse grid (λ, γ)
Stage 2: ±0.5 log-steps around winner

One-Hot Encoding
12 positions × 3 dummies
= 36 binary features

Drops one reference level
per position to avoid
collinearity.

The Geometry Problem

RBF kernel computes Euclidean distance in 36D binary space. Two configs differing at one position have the same distance regardless of 
which position changes or what the neighbours are. Adjacent field interactions are invisible.

The encoding treats the problem as "predict latency from 36 independent switches."
The real problem is: predict latency from a composed implementation plan.
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Baseline Results: 200 Training Configs
Metric In-Sample CV (5-fold) Hold-out

R² 0.43 −0.16 0.21

Spearman ρ 0.69 0.21 0.58

RMSE (ns) — 17.3 14.3

Diagnosis

Negative CV R²: worse than mean predictor
Spearman 0.58: some ranking signal survives
Predictions compressed: 63–100 vs 60–139 ns

Baseline Comparison

Config p99 (ns) Notes

SSSSSSSSSSSS 51.0 All-SWAR (trivial baseline)

SSSSLUSUUSUU 56.1 Best measured in training

UUSLSUUSUUUU 64.6 Prior manual optimisation

ULUSSSGSSSSS 53.1 (SVR) Beam winner — NOT MEASURED

The beam search winner has never been compiled and measured as an expression template. All subsequent work is meaningless until 
we close this loop.
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What the Errors Reveal
Three catastrophic failures — all G-heavy configurations:

Config Predicted Actual Error

GSGGULUGGGSU 97.3 136.2 −38.9

GUGLUSGLGLSS 85.5 120.2 −34.7

SGLGLLSULGLS 91.8 139.1 −47.3

Why?
Adjacent Generic fields compound their cost through instruction cache pressure. Each G 
generates a different code path with branches; three adjacent G fields mean three 
separate code regions competing for icache lines. The one-hot encoding treats each field 
independently — it cannot see this.

Beam Consensus

Pos 0,2: U (100%)
Pos 3,4,5,10,11: S (100%)
Pos 1,6,7,8,9: uncertain

Short fields → Unrolled
Medium/long → SWAR
Physically plausible even
from a weak model.

Consensus reduces 4¹² = 16.7M  →  4⁵ = 1,024 uncertain configurations. At 225 ms each, that’s 4 minutes of exhaustive measurement.
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Experimental Design: Five Programs
Each program is a self-contained two-phase experiment. Each modifies one aspect.

B baseline_P99 Close the loop: measure beam winners as ET instantiations

C log_target Train on log(p99) instead of raw p99

D count_encoding Add per-strategy count features (U,S,L,G totals)

E pair_encoding Add 16 transition-count features for adjacency

F consensus_sweep Exhaustive measurement of 1,024 consensus-reduced configs

Total batch runtime: under 10 minutes. Programs A–D: ~55 seconds each. Program E: ~4 minutes.

9



Program A: Closing the Loop
// Phase 1: beam search selects candidates (runtime)
auto beam = beam_search(model, seeds, 20);

// Phase 2: candidates are compiled as constexpr ETs
// (generated header, recompiled, then measured)
constexpr fix_config beam_01 = { U,L,U,S,S,S,G,S,S,S,S,S };
constexpr fix_config beam_02 = { U,L,U,S,S,S,G,S,G,S,S,S };
// ... top-20 candidates

// Phase 3: measure each with same RDTSC infrastructure
auto result = measure_config_batched<beam_01>(messages, cfg);
// Compare: beam winner vs All-SWAR (51.0 ns)

The question: Does the beam search find a configuration that the compiler optimises into faster code than the best 
hand-picked baseline?
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Experiment A — raw p50 baseline FIX parser calibration experiments

Question: Does the model work for p50?

Target

raw P50
nanoseconds

Representation

one-hot
36 structural features

Model

Kernel ridge
Cholesky solver

Search

Beam 
search
20 shortlisted candidates

What A is trying to establish

A  is establishing a base line trained on raw P50

1



Experiment B — raw p99 baseline FIX parser calibration experiments

Question: how much harder is raw p99 than 
p50?
Same pipeline as Experiment A, but the target changes from raw p50 to raw 
p99. This isolates target difficulty from representation and search method.

Target

raw p99
nanoseconds

Representation

one-hot
36 structural features

Model

Kernel ridge
Cholesky solver

Search

Beam 
search
20 shortlisted candidates

What B is trying to establish

Whether the structural encoding that worked for p50 still carries enough 
signal when the target is switched to the much harder raw tail-latency 
objective.

Core expectation

If raw p99 is intrinsically noisier and less structurally smooth, calibration 
quality and shortlist ranking should degrade even when the 
representation and search algorithm remain unchanged.

Result in one line: the pipeline still runs cleanly, but raw p99 is much harder to model than 
raw p50.
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Programs C–E: Improving the Signal

C: Log Target
obs.cost = log(timing.p99)
Back-transform: exp(predicted)

Fixes range compression.
G-cluster configs separate better.

D: Count Encoding
Append 4 features: count(U), count(S),
count(L), count(G). Total: 40 features.

Makes composition effects explicit
for the RBF kernel.

E: Transition-Count Encoding
Count 16 possible transitions:
U→U, U→S, ..., G→G. Total: 56 features.

Captures adjacency without imposing
fake numeric distances.

Each program changes exactly one thing. The sequence of results tells us whether the bottleneck is target scale (C), composition (D), or adjacency 
(E).
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Program F: The Raw Answer
Bypass the model. Measure everything in the reduced space.

Exhaustive Sweep

Fix 7 consensus positions (U or S)
Enumerate 4⁵ = 1,024 combos for uncertain positions
Instantiate ALL as compile-time ETs
Measure every one: ~4 minutes total
Sort. Report top-20 + all baselines.

Neighbourhood Audit

After finding the best, flip each
of the 7 fixed positions to its 3
alternatives. 21 measurements.

If any flip improves the result,
the consensus was wrong.
Cost: ~5 seconds.

The real comparison: Does any model-guided search (A–D) achieve comparable latency with less measurement budget?
Or does consensus reduction + exhaustive sweep make the model unnecessary?

12
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Results: Best Candidate Per Program
Rank 1 from each program — predicted p99 (ns) and measured p50/p99 (ns)

Program Target / Change Config Pred p99 Meas p50 Meas p99

A  p50 raw Raw p50 target SSSSSSUSSUSS 44.3 45.73 64.58

B  p99 raw Raw p99 target ULSSLUSULUSG 52.7 46.52 74.51

C  log(p99) Log target LLULUSUUSLLU 42.9 47.73 54.08

D  + counts Log + 4 strategy counts SLUSSSLSULSS 57.4 45.36 53.65

E  + counts+trans Log + counts + transitions ULUUSSSUSGUL 58.0 48.00 56.90

F  ground truth Exhaustive 1,024 ULUSSSLSSSSS — 42.26 50.73

C/D/E predictions shown as exp(log prediction) → ns for comparability. A predicts p50, B predicts raw p99.

Key observations

F (exhaustive 1,024) finds 50.73 ns p99 — beating All-SWAR’s 51.0 ns baseline

D (+ count features) gets closest model-guided p99: 53.65 ns, regret = 2.9 ns vs F

A (p50 target) and B (p99 raw) produce beam winners with poor p99: 64–74 ns despite ~45 ns p50

C (log target) fixes range compression: predicted 42.9 vs measured 54.08 — direction right, magnitude off

E cumulates D’s counts + 16 transitions (56 features) but doesn’t beat D — more features ≠ better with 200 samples



Top 5: Best Model (D) vs Ground Truth (F)
D Program D: log(p99) + strategy counts (40 = 36 + 4 features)

Rank Config Pred log Pred p99 Meas p50 Meas p99

1 SLUSSSLSULSS 4.05 57.4 45.36 53.65

2 SLUSUSLSULSS 4.05 57.4 44.95 51.20

3 SLUSSLLSULSS 4.05 57.4 47.17 63.67

4 SLUSSSLSULSU 4.05 57.4 46.82 62.26

5 SSUSSSLSULSS 4.05 57.4 46.43 68.46

All 5 predict identical log(4.05)
= 57.4 ns. Model can’t rank them.
Measured p99: 51 to 68 ns.

F Program F: exhaustive sweep (1,024 consensus configs, no model)

Rank Config Meas p50 Meas p99

1 ULUSSSLSSSSS * 42.26 50.73

2 USUSSSSUSUSS 42.72 50.57

3 USUSSSUSLGSS 42.74 51.49

4 UGUSSSUSSUSS 43.63 54.82

5 UGUSSSSULSSS 44.20 53.72

Rank 1 and 2 both beat
All-SWAR (51.0 ns).

Top 5 tightly clustered
in p50 (42–44 ns) but
spread in p99 (50–54 ns).

Regret: D’s best p99 (53.65) vs F’s best (50.73) = 2.9 ns (~5.7%). D’s rank 2 (51.20) nearly matches. The model found the region; 
measurement confirms the winner.



The Verdict
What worked

Consensus reduction:
16.7M → 1,024 configs

Exhaustive sweep of
reduced space: 4 minutes

Ground truth beats
All-SWAR: 50.73 < 51.0

Neighbourhood audit:
no fixed-position flips improve

What didn’t

Model can’t rank top candidates:
all predict 57.4 ns (identical)

A targets p50 not p99:
good median, bad tail (64 ns)

B targets p99 raw:
range compression → 74 ns winner

One-hot + RBF: adjacency
invisible. E adds transitions
(56 features) but no p99 gain

What matters

The model’s real contribution:
dimensionality reduction

Prediction narrows the space.
Measurement confirms the winner.

Encoding progression:
C fixes scale, D adds counts,
E adds transitions — D is sweet spot

The framework delivers
even when the model is weak

"Prediction narrows the space — exact sweep confirms the winner."
The CT-DP framework delivers whether the cost model is strong or weak.
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Implications

If model-guided search wins: learned surrogates are viable for compile-time optimisation. Encoding is key.

The current model’s real contribution (for P99) is dimensionality reduction (16.7M → 1,024).

Either way: the framework delivers. CT-DP + expression templates + measurement closes the loop between 
search and reality.

Prediction narrows the space — exact sweep confirms the winner

17



The Bigger Picture
This pattern generalises beyond FIX parsing.

GEMM Tiling

Tile sizes, blocking, vectorisation—same 
structured config space

Loop Nest Opt

Unroll factors, interchange, fusion—compile-
time search

Structured Configs

Any domain with discrete choices compiled to 
specialised code

CT-DP Plan Algebra

leaf seq nest split choose

Five constructors. The search structure. The cost model provides the objective.
The expression-template instantiation provides the ground truth.

18
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• CT-DP  framework allows us to create and iterate over multiple 
optimised  instances in the design - solution space 

• To find the optimal  design   we need to understand  the cost 
metric

• What we mean by optimal

• These can be a  little more complicated than you’d think.



What this turned out to be about

From constexpr tricks to formalised design search

cppOnline 2026  •  Andrew Drakeford  •  Ending

• Not just constexpr
• Not just dynamic programming
• Not just faster code generation
• Formalising design search
• Making semantics explicit
• Making intent explicit
• Searching a legal design space
• Emitting the executor defined by the winning 

space point

What changed?

The question stopped 
being “can constexpr 
do this?”

The question became 
“what happens when 
design search 
becomes explicit?”
That is where the talk’s real 
subject emerged.

The score orders the space. The structure is the thing we keep.



Toward a programmable optimisation substrate

Descriptors, intent, environment, search, executor

cppOnline 2026  •  Andrew Drakeford  •  Ending

Descriptor algebra semantic building blocks for computations, layouts, reductions, 
parsers, and kernels

↓

Intent surface

throughput • p99 • determinism • error • 
code size • policy • leaving criteria open

Environmental surface
compiler • target hardware • workload 
regime • calibration • measured 
behaviour

↓
Searchable 
spaces

→ selected space point → emitted executor

pluggable search: DP  •  exhaustive  •  constrained  •  beam  •  Pareto
Not just optimisation passes — a higher-level way to express meaning, intent, and 
structure.



Why this matters

From theorem to policy-backed decision

cppOnline 2026  •  Andrew Drakeford  •  Ending

Formalising design search
does not make reality simpler.
It forces hidden assumptions into
the open:

• what choices are legal

• what we actually care about

• how we compare candidates

• what the compiler will do

• what the machine will do

The escalation

small clean problems
optimal looks like a theorem

↓
real systems work
cost becomes contingent

↓
p99 optimisation
optimal becomes a policy-backed 
decision under uncertainty

Same data. Same machine. Same compiler. Different policy, different winner. That is 
not a bug. That is reality.



Resources
• Repo

•  https://github.com/andyD123/DR3

• github.com/andyD123-DR3/tuple_algebra

• build with msvc/ intel /clang and gcc

• AndreeDrakeford@hotmail.com

https://github.com/andyD123
https://github.com/andyD123
mailto:AndreeDrakeford@hotmail.com
mailto:AndreeDrakeford@hotmail.com

	Default Section
	Slide 1
	Slide 2
	Slide 3
	Slide 4
	Slide 5
	Slide 6: Using Constexpr
	Slide 7: What is Matrix Chain Multiplication? 

	Untitled Section
	Slide 8: Why Order Matters
	Slide 9: Optimisation and Cost Function
	Slide 10: Optimisation and Cost Function
	Slide 11: Optimisation and Cost Function
	Slide 12: Efficient Implementation
	Slide 13
	Slide 14: Dynamic Programming Approach 
	Slide 15: Dynamic Programming Approach  
	Slide 16: Dynamic Programming Approach 
	Slide 17: Dynamic Programming Approach 
	Slide 18: Dynamic Programming Approach 
	Slide 19: The Algorithm
	Slide 20: Constexpr  function set up square arrays 
	Slide 21: Initialise the DP matrix diagonal:  zero cost length 1  chains
	Slide 22: Bottom-up DP computation  Iterate over chain lengths 
	Slide 23: Bottom-up DP computation  Iterate over chain length  and start position
	Slide 24: Bottom-up DP computation  Iterate over chain length, start and split position (k) 
	Slide 25: Running An Example Matrix at Compile Time
	Slide 26:  Optimal runtime performance example. Create matrices and measure the naive and optimised run times 
	Slide 27: Running optimised and matrix chains example 
	Slide 28: A Later Improvement
	Slide 29: Zero Cost Dispatch -> Expression Template
	Slide 30
	Slide 31
	Slide 32
	Slide 33
	Slide 34
	Slide 35
	Slide 36
	Slide 37
	Slide 38
	Slide 39
	Slide 40
	Slide 41
	Slide 42
	Slide 43
	Slide 44
	Slide 45:  The Roofline Plot
	Slide 46:  Roofline Analysis: Example roofline graph
	Slide 47:  Roofline Analysis:  Speed Up Memory Bound
	Slide 48: Sequential  Considered Harmful !
	Slide 49: From
	Slide 50: Sequential  Considered Harmful !
	Slide 51: Variadic Template Magic
	Slide 52
	Slide 53: Lambdas 
	Slide 54: Base –case Reduction over a map
	Slide 55
	Slide 56: Results
	Slide 57
	Slide 58: Variadic Reduce
	Slide 59:  A Better Composition
	Slide 60
	Slide 61
	Slide 62
	Slide 63
	Slide 64
	Slide 65
	Slide 66
	Slide 67: Zero Cost Dispatch -> Expression Template
	Slide 68
	Slide 69
	Slide 70
	Slide 71
	Slide 72
	Slide 73
	Slide 74
	Slide 75
	Slide 76: Calibration
	Slide 77
	Slide 78
	Slide 79
	Slide 80
	Slide 81
	Slide 82
	Slide 83
	Slide 84
	Slide 85
	Slide 86
	Slide 87
	Slide 88
	Slide 89
	Slide 90
	Slide 91
	Slide 92
	Slide 93
	Slide 94
	Slide 95
	Slide 96
	Slide 97
	Slide 98
	Slide 99
	Slide 100
	Slide 101
	Slide 102
	Slide 103
	Slide 104
	Slide 105
	Slide 106
	Slide 107
	Slide 108
	Slide 109
	Slide 110
	Slide 111
	Slide 112
	Slide 113
	Slide 114
	Slide 115
	Slide 116
	Slide 117
	Slide 118
	Slide 119
	Slide 120: Resources


