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Java... From a C++ Perspective



Under the Hood, OpenJDK’s JVM is C++

• To a user, Java is a high-level language. 
• To us, the JVM (HotSpot) is just a massive, 

highly optimized, multi-threaded C++ 
application

The Reality

• In C++, you explicitly dictate 
lifetimes: new / delete, std::unique_ptr.

• In Java, the user allocates, but the JVM is solely 
responsible for reclaiming memory.

Difference
Memory Management



The Need for 
GC Barriers

No explicit free()

Generational GC

Concurrent GC

Tracking Heap Mutations

Multiple GC types



The Historical 
Nightmare

Imperative Design

Scattered Code

Non Modular



Refactoring (JEP 304)

• Decouple JVM and GCGoal

• Supporting New GCModularity

• Imperative -> DeclarativeTransition



The Declarative 
Access API & 

The GC Interface

• Used by the core JVM runtime.
• Developers use a decorated API to declare their intent

The Front-End (Declarative Access API):

• Connects Frontend to Backend
• Calls the right GC barriers for the Decorated Access

Access Internal Pipeline

• Implements the barriers for different access
• Each GC BarrierSet may have specialized implementations
• Completely isolated from rest of JVM

The Back-End (The BarrierSet AccessBarrier Interface):



Terminology for Object references 

Terminology for Object references 

Oops
(Ordinary Object Pointers)

•64 Bits
•8 Byte Aligned
•High Memory 

Footprint

narrowOops

•32 bit Index
•Encoding/Decoding
•Lower Memory 

Footprint



The Frontend

Declarative Access API



Defining the Entry Points



Encoding Semantics in the Type System

• Memory Ordering:
• MO_RELAXED, MO_SEQ_CST

• Location : 
• IN_HEAP, IN_NATIVE 

• Barrier Strength: 
• AS_NORMAL, AS_RAW 

• Optimization Hints:
• IS_NOT_NULL, IS_DEST_UNINITIALIZED

• Internal Decorators:
• INTERNAL_VALUE_IS_OOP

• INTERNAL_CONVERT_COMPRESSED

• INTERNAL_RT_USE_COMPRESSED



Access Internal Pipeline



The Access Internal Pipeline Design

Phase 3
The Runtime-Bridge
• Step 4: Runtime Dispatch
• Step 5: Barrier Resolution

Phase 2
Compile-Time Short-Circuiting
• Step 3: Pre-Runtime Dispatch

Phase 1
Normalization & State Injection
• Decorator Injection
• Type Normalization



Access Internal Pipeline: Phase 1

Normalization & State Injection



Step 1

Type Normalization

Semantic Defaults 

Tagging Access



Type Normalization

Stripping Const  / Volatile qualifiers and 
canonicalize oopTypes

oopTypes: jobject, instanceOop,
objArrayOop



Semantic Defaults

Restore Volatility lost during Normalization through memory ordering Decorators



Tagging Access (store_at)



Summary Flow



Step 2

Strict Type Reduction

Tagging Potential 
Compression

Tagging Confirmed 
Compression



The Decision 
Matrix Mapping 

(Value Type) vs 
(Address Type)

Value Type (T) Address Type (P) Result

T(Primitive) T* Explicit No Compression
Type Reduced

oop oop* Explicit No Compression

narrowOop narrowOop* Explicit Compression

oop narrowOop* Explicit Compression

oop HeapWord* Ambiguous Compression



Explicit No 
Compression

Explicit 
Compression

Ambiguous 
Compression



Summary Flow



Access Internal Pipeline Phase 2

Compile-Time Short-Circuiting



Step 3

Runtime Delegation

Eliminates Unambiguous 
Compression Checks

Runtime Compression 
Ambiguity Resolution



Runtime Delegation

Primitives: Automatically promoted 

to AS_RAW (avoids overhead).

OOPs: (non raw access) Passed 

to RuntimeDispatch because they 

require GC barriers.



The Compression 
Check 

Unambiguous 
Compresion

Ambiguous 
Compression



Summary Flow



RawAccessBarrier

Base of Backend



Context & Definition

• No GC Barrier Overhead
What is a "Raw" 

Access?

• Pointer Compression
• Memory Ordering
• The Actual Write.

Responsibilities

• Accessing primitives (int, float).
• Oops where GC overhead is already handled / not 

required.

When is this 
used?



Pointer Compression
 (HeapOopType & EncodedType)

• HeapOopType : 
oop* / narrowOop*

• EncodedType:  
Primitive/ HeapOopType

• MustConvertCompressedOop:
Compile time Boolean



The Encoding Logic

Handling Compressed Oops 

Key Points:

• SFINAE Dispatch

• Optimization

• Pass-through



The OOP Store Workflow
Connecting Types to Action: oop_store

.

The Flow:

1.Input: Takes a void* addr and a standard oop 

value.

2.Encode: calls encode(value).

•If Compressed: returns narrowOop.

•If Standard: returns oop.

3.Delegate: Calls store.

•The T parameter for store is inferred 

from encoded.

•This ensures the generic store function 

knows exactly how many bytes to write.



The Store Workflow
The Atomic Dispatch

This code maps the high-level Decorators to specific 
C++ Atomic calls, ensuring correct memory ordering.

Key Takeaways:
• Compile-Time Routing: The EnableIf logic ensures 

zero runtime overhead; The compiler selects exactly 
one function to generate.

• The Final Cast: reinterpret_cast<volatile T*>(addr)
• This converts the void* into a concrete pointer 

(e.g., volatile narrowOop*).
• This dictates the instruction width (32-bit vs 64-

bit) for the atomic operation.



Access Internal Pipeline Phase 3

The Runtime Bridge



The Problem: Runtime Uncertainty

• Which Garbage Collector is active? (G1, ZGC, Shenandoah, 
Serial?)

• Are Compressed Oops enabled? (If not resolved in Step 3).

JVM Startup 
Flags

• Runtime if Check on every single memory access is 
redundant.

Continuous 
Re-evaluation

• Lazy Resolution using function pointers.The Solution



Step 4

Runtime Dispatch 
Lazy Resolution



The 
Mechanism: 
Lazy 
Resolution

Subsequent 
Accesses:

The function pointer now points directly to the required.

 The overhead is just one indirect call.

First 
Access:

1. store_init is called.

 2. It determines the correct implementation based on runtime parameters.

 3. It updates the function pointer to point to that  implementation.

 4. It executes the access.

Initial 
State:

A static function pointer points to an initialization function (store_init).



Anatomy of Dispatcher Public Interface

Bootstrapping



Variant: Addressed Stores
Handling store_at (Base Pointer + Offset)

Why a separate path?

1. store takes a raw void* address.

2. store_at preserves the oop base and offset.

3. Crucial for GCs



Step 5

Post-Runtime Dispatch 
Barrier Resolution



1. The Trigger

3. GC Resolution

2. Resolve Compression

4. Domain Routing



The Backend

GCBarrierSet::AccessBarrier Interface



The Base Proxy
Defaulting to RawAccessBarrier

• The base of the hierarchy defines the 
universal API. 

• If a GC doesn't explicitly need to track an 
operation, it delegates to the 
RawAccessBarrier

• BarrierSetT type is passed as template 
parameter



Curiously 
Recurring 
Template 
Programming



Need. For AOP
The ModRef Sandwich

Concept: GCs care deeply when 

you write Object Pointers (OOPs). 

They may need tracking code to 

run before and after the raw 

memory write.

The Target Structure 
(ModRefBarrierSet): We want an 
abstract base class that defines a 
rigid Aspect-Oriented skeleton.

The C++ Dilemma: How does a base class 
call a derived class’s instance method when  
entry point is static



Why Conventional C++ Patterns Fail Here?
The Static vs. Stateful Paradox

Attempt 1: 

Standard CRTP
(static_cast<Derived*>(this)->hook();)

Why it fails:

Static entry point

No object instance

Attempt 2:

 Static Layered CRTP
(BarrierSetT::hook(addr);)

Why it fails:

Non static class methods.

These hooks must 
be instance methods on 

the BarrierSet object, 

The Paradox:

Static entry point invoking 
stateful instance method



HotSpot's Masterpiece
"Decoupled CRTP"

Base class has a static BarrierSet 

which acts as instance for type casting

Base Class Doesn’t know Derived 

Class

Subclass of Base class does



Zero-Cost Extension Points
Dead Code Elimination by Default

How do we define hooks that don't 
penalize simpler Garbage Collectors?

• The `oop_store_in_heap` is statically bound

      (no virtual dispatch involved).

• If a derived GCBarrierSet does not specialize 

the write_ref_field hooks, the C++ compiler’s

     Dead Code Elimination strips it.

Result: Zero runtime CPU cycles spent



Zero-Cost Extension Points
G1 Barrier Specialization & Compile-Time Branch Pruning

G1 is a complex concurrent garbage 

collector.

BarrierSet hierarchy: 
• G1 → CardTable → ModRef

AccessBarrier hierarchy: 

• G1 → ModRef  

G1 pre-barrier is expensive 

• Skip when statically provable.

.

Decorators known at compile time.

• DCE: Prune branch

• Result: Zero runtime overhead.



Modularity

Abstract / Base Classes

Specialized Implementation

Runtime Setup

Post Runtime Resolution



Modernizing 
with C++20

•SFINAE (Complex)

The Original  

•Concepts
•constexpr

The New Way 



Architectural 
Trade-offs

• The 'Pit of Success' (Impossible 
to forget barriers)

• Absolute Runtime Performance.

PROS

• Build Times
• Cognitive Load

CONS:



Lessons for 
C++ 

Developers

Identify

Separate

Move

Simplify



Resources

• OpenJDK: https://github.com/openjdk/jdk

• The Access API Core Header: src/hotspot/share/oops/access.hpp

• JEP 304 (The GC Interface): https://bugs.openjdk.org/browse/JDK-8163329

• Mailing List: https://mail.openjdk.org/pipermail/hotspot-gc-dev/2017-April/019742.html

https://github.com/openjdk/jdk
https://bugs.openjdk.org/browse/JDK-8163329
https://bugs.openjdk.org/browse/JDK-8163329
https://bugs.openjdk.org/browse/JDK-8163329
https://mail.openjdk.org/pipermail/hotspot-gc-dev/2017-April/019742.html
https://mail.openjdk.org/pipermail/hotspot-gc-dev/2017-April/019742.html
https://mail.openjdk.org/pipermail/hotspot-gc-dev/2017-April/019742.html
https://mail.openjdk.org/pipermail/hotspot-gc-dev/2017-April/019742.html
https://mail.openjdk.org/pipermail/hotspot-gc-dev/2017-April/019742.html
https://mail.openjdk.org/pipermail/hotspot-gc-dev/2017-April/019742.html
https://mail.openjdk.org/pipermail/hotspot-gc-dev/2017-April/019742.html


Q & A
Thank You
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