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Performant software -> C++...

• For decades C++ has been the default for writing performant
software

• high-level language;
• very expressive and feature-rich;
• compiled to native instructions;
• gives access to all the low-level architecture dependent

optimization techniques;
• Many supporting examples

• Finance industry
• Machine Learning
• Image recognition
• Embedded
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Performant software -> C++...

• Main C++ drawbacks (compared to alternatives)
• harder to develop;
• harder to maintain;
• harder to "just produce something that kinda works";
• less safe;

• Alternatives (depending on the usecase)
• Java
• Python
• Go
• etc.
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C++ -> performant software?

• C++:
• optimized for performance gains/control...
• ... at the cost of other things

• Surely, anything compute-heavy done in C++ is
• performant
• more performant than the "easier" alternatives
• ...right?

• Let’s find out!
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Desbordante: overview

• Desbordante (spanish for boundless) — a tool for mining
complex patterns in data efficiently

• open-source, 468 stars, 1870+ commits, 62 contributors;
• written in C++17;
• science-intensive;
• industrial use oriented;
• developed mainly by students;

• Complex patterns on data
• “For all record pairs, one condition implies something else”
• Functional Dependency, Order Dependency, Unique Column

Combination...
• Useful in data quality, data integration, query optimization,

database reverse engineering
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Desbordante: the idea

• Metanome
• a similar tool built in Java;
• built with research and algorithm development in mind;
• ideological inspirer of Desbordante;

• Desbordante: the idea
• Metanome’s poor execution time and memory consumption is

a limitation for
• the size of datasets;
• the number of datasets;
• the variety of algorithms;
• -> limited application in real-world research and production

pipelines.
• Solution: build a production-oriented tool

• C++ — performance in mind
• Other benefits: available as a python package, as a web

version, easier deployment
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Desbordante: a dataset like no other

• Performance is the key quality of Desbordante
• The result: a unique dataset
• 50+ papers done by students from various backgrounds

improving some existing algorithm or implementing a new one
• Each paper:

• is thoroughly supervised and reviewed;
• diligently describes the implementation/improvement;
• provides comprehensive runtime measurements;
• many also compare against other tools: Metanome,

independent implementations, etc;
• accompanied by a github PR with the implementation.
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Desbordante: a dataset like no other

• The dataset covers not only implementation stories, but
optimizations of the initial attempts too

• https://github.com/Desbordante/desbordante-
core/tree/main/docs/papers:

• Allows us to look at the progression, not just the result
• Many of the works also compare with some external Java

implementations
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The goal of the talk

• Analyze the array of optimization stories
• What works
• What doesn’t
• Common patterns
• Useful insights

• See how the results compare to Java implementations
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A note on the numbers

• All measurements and comparisons come from real student
theses and project reports

• different machines, different dates, different students;
• measured over ∼6 years of the project’s existence;

• We will focus on improvement factors, not absolute numbers
• “roughly 5×”, not “5.13×”;

• Typical methodology across papers:
• 5–10 runs per configuration;
• OS caches cleared, swap disabled, CPU frequency fixed;
• algorithm time only (parsing excluded).
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Bird’s eye view

0.5× 1× 2× 5× 10× 25× 50× 100×
Speedup  (baseline time / optimized time)

DFD (seq)

DFD (par)

HyUCC (par)

Pyro

FastOD

ORDER

CFDFinder

MaxFEM

HyMD

SPLIT

DES

baseline

slower faster 

Desbordante: Optimization Speedups (C++ Baseline  Optimized)

Regression on some datasets
Marginal (1 2×)
Good improvement (2 5×)
Major improvement (>5×)
Min Max range
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Case #1: Death by a thousand copies

• DES — Differential Evolution Solver
• a numerical association rule mining algorithm;
• implemented by a student in spring 2024;
• worked correctly, integrated into the platform;
• already outperformed the reference Java implementation by

∼6×;
• The next semester: a code quality pass by the same student

• 18 of 22 source files touched;
• 440 lines removed, 352 inserted — the code got shorter ;
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Case #1: What changed?

• Summary of performance-relevant changes:

Technique Occurrences
Passing parameters via std::move 6
Passing parameters by const& 7
Adding references to loop variables 2
Replacing string concat with ostringstream 2
Adding reserve() for vectors of known size 5

• No algorithmic changes
• No new data structures
• Just basic C++ hygiene
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Case #1: The patterns

// BEFORE: parameter passed by value , then stored
void SetPopulation(std::vector <Rule > population) {

population_ = population; // copy!
}

// AFTER: move semantics
void SetPopulation(std::vector <Rule > population) {

population_ = std::move(population );
}
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Case #1: The patterns

// BEFORE: vector grows dynamically
std::vector <double > fitness;
for (auto& rule : population) {

fitness.push_back(rule.GetFitness ());
}

// AFTER: reserve known size
std::vector <double > fitness;
fitness.reserve(population.size ());
for (auto& rule : population) {

fitness.push_back(rule.GetFitness ());
}
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Case #1: The result

• Rough improvement factors left to right, respectively
• ×6.5, ×7, ×15, ×26, ×20, ×50

• Memory: same or lower
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Case #1: Takeaway

• At least a 6× improvement. Same algorithm, same logic, same
output.

• The only changes: move semantics, const references,
reserve()

• Not a story about a bad programmer
• the code was correct, well-structured, and already convincingly

beat Java;
• it left 6× on the table through accumulation of small

inefficiencies;
• Key lessons:

• unnecessary copies compound — each one is small, but they’re
in hot loops;

• reserve() when you know the size is not premature
optimization;

• the fix is almost always mechanical — easy wins if you look for
them;
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Case #2: The Wrong Tool for the Job

• ORDER — an algorithm for discovering order dependencies
• “if data is sorted by column X, it’s also sorted by column Y”;

• Baseline: straightforward C++ port of the Java algorithm
• already ∼3× median speedup over Metanome (up to 9×);

• Decent, but on some datasets the gap was smaller than
expected or nonexistent;

• So the author profiled the code...
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Case #2: Profiling

Figure 1: Dataset with no dependencies

Figure 2: Dataset with lots of dependencies
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Case #2: The bottleneck

• Profiling results
• for some datasets the initial sort is the bottleneck;
• for other: hot STL containers

• std::unordered_set
• std::unordered_map

• STL containers are a reasonable choice at first, but:
• they’re node-based;
• every element is a separate heap allocation;
• nodes are scattered in memory;
• for millions of lookups in a hot loop: cache misses dominate.
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Case #2: The fix

• Optimizations
• Replace STL sort with boost::flat_stable_sort
• Replace STL containers with their flat version from boost

• std::unordered_set with boost::unordered_flat_set
• std::unordered_map with boost::unordered_flat_map
• both use open-addressing — contiguous memory,

cache-friendly;
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Case #2: The results

• Let’s compare baseline vs improved C++ implementations
Dataset flat_map flat_set sort All Combined
Diabetes 1.02× 4.95× 0.97× 6.25×
Pfw 1.02× 1.85× 1.02× 2.26×
Ditag 1.03× 1.27× 1.55× 2.19×
Credit 1.00× 1.13× 1.42× 1.73×
Epic 1.02× 1.48× 1.27× 2.13×
Modis 1.03× 1.59× 1.34× 2.55×
Bay 1.03× 1.36× 1.50× 2.79×

• Just swapping the set container: up to 5× on a single dataset

• >1.7× speed up across the board
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Case #2: Another example

• Faida (inclusion dependency discovery) — similar story
• Profiling identified two separate hot hash tables

• One write-heavy, another ready-heavy
• The author consulted benchmarks —

https://martin.ankerl.com/2022/08/27/hashmap-bench-01/
• Chose emhash7 for read-heavy, emhash2 for write-heavy

CIPH FIT HAIND ECOMM TPCH-1 TPCH-10
Java/Metanome (s) 2.73 7.48 239.0 3.06 44.7 448.0
C++ w/ std::umap (s) 2.36 5.83 238.0 1.90 39.8 404.9
C++ w/ emhash (s) 1.70 5.32 138.0 1.66 30.3 302.3
std::umap vs Java 1.16× 1.28× 1.00× 1.61× 1.12× 1.11×
emhash vs Java 1.61× 1.41× 1.73× 1.84× 1.48× 1.48×

• With std::unordered_map: C++ is barely faster than Java
• Java already used fastutil — a specialized hash table library;
• on HAIND (239s vs 238s) — effectively identical ;

• With emhash: ∼1.5× across the board, just from the hash
table
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Case #2: Takeaway

• Profile to find the actual hot container — don’t guess
• Understanding access patterns is helpful
• Using benchmarks as "first approximation" is a good idea

• but don’t forget profiling!

• std::unordered_* is node-based → cache-unfriendly
• Alternatives can be dramatic wins:

• boost::unordered_flat_*
• emhash, abseil, ankerl::unordered_dense
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Case #3: The SIMD Mirage

• Two parallel investigations in Desbordante
• same technique — AVX2 SIMD intrinsics;
• same project;
• completely different outcomes;
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Case #3A: DFD setback

• DFD algorithm for functional dependency discovery
• Profiling (perf + flame graphs) → bottleneck: minimize()

function
• does subset checks on bitsets: a ⊆ b ⇐⇒ (a & b) = a;
• bitsets represented as boos::dynamic_bitset

• The idea: pack 4 bitsets into one 256-bit AVX2 register
• made possible by limiting the width of a single bitset to 64;
• theoretical ×3 speedup.

• Results:
• maximum observed speedup ∼3%;
• most datasets unaffected.

Abalone Adult Breast Cancer Bridges Chess Cardiogram FD Reduced Hepatitis Letter NC Voter Nursery

C++ Sequential (ms) 25 547 1533 30 35 99 2548 17029 1145 503 31
C++ Vectorized (ms) 25 545 1483 30 35 99 2543 16445 1152 506 31
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Case #3A: Why did it fail?

• The bitsets are stored in scattered, non-contiguous memory
• each boost::dynamic_bitset is a separate heap-allocated

object;
• to load 4 bitsets: 4 separate loads from 4 unrelated addresses;

• The CPU’s cache prefetcher can’t help
• The SIMD instruction itself is fast, but it’s starved for data
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Case #3B: memory layout fixed

• Same author, later thesis — Faida
• Key insight: restructure data access before applying SIMD

• buffered/chunked processing: read data in blocks;
• inner loop over column combinations processes an entire

chunk;
• data is now contiguous in memory;

• SIMD caveat: AVX2 has no native ROTL for packed 64-bit
integers

• emulated with two shifts + OR (3 instructions instead of 1);
• reduces theoretical 4× to 1.33× — but data is contiguous, so

it still helps;
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Case #3B: The optimization waterfall

• Each row — one more layer of optimization implemented
• Bufferization gives a clear benefit — advantage of being CPU

cache friendly
• SIMD

• consistent improvement across the board;
• significant improvement on one dataset.

Implementation CIPH Speedup FIT(U) Speedup HAIND Speedup ECOMM Speedup TPCH-1 Speedup TPCH-10 Speedup

Metanome 2.73 – 7.48 – 239.01 – 3.06 – 44.66 – 447.95 –
C++ baseline 2.36 1.16× 5.83 1.28× 237.98 1.00× 1.90 1.61× 39.75 1.12× 404.94 1.11×
Custom HTab 1.70 1.39× 5.32 1.10× 138.04 1.72× 1.66 1.14× 30.25 1.31× 302.27 1.34×
H+Buf 1.23 1.38× 4.57 1.16× 79.51 1.74× 1.42 1.17× 18.51 1.63× 187.10 1.62×
H+Buf+SIMD 1.05 1.17× 4.54 1.01× 76.24 1.04× 1.39 1.02× 17.73 1.04× 177.88 1.05×
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Case #3: The contrast

DFD (failed) Faida (succeeded)
Data layout Scattered heap objects Contiguous buffered arrays
Cache behavior Misses on every load Prefetcher-friendly
SIMD gain ∼3% Meaningful contribution

• SIMD is a magnifier, not a magic wand

• SIMD can’t fix poor data layout

• Fix the memory access pattern first. Then SIMD becomes a natural
follow-up
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Case #4: The Law of the Instrument

• “To a man with a threadpool, everything looks like a
parallelization problem”

• Modern C++ has great support for threading
• std::thread
• boost::asio::thread_pool
• OpenMP
• etc.

• Five different algorithms tried parallelization
• Let’s see what actually happened
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Case #4: The reality

Algorithm Threads Best Worst Notes
DFD 4 3.4× slower only helps with ≥20 cols
FastFDs 4 ∼1.5× avg 1.1× reasonable, but not dramatic
HyUCC (Validator) 4 3.1× 0.8× slower only on tiny datasets
HyUCC (+ Sampler) 4 6.8× 0.5× some moderate datasets 30% slower
ORDER 8 1.14× 1.00× threads had nothing to do
Faida 16 2.6× slower mutex contention on dupes

• HyUCC Validator-only: safe but mostly modest (∼1.0–1.3×
on most data)

• 3.1× only on fd-reduced-30 where Validator dominates 90%
of runtime;

• Adding Sampler parallelization: high variance
• 6.8× on letter, but 0.78× on flight;
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Case #4: Why results vary so much?

• DFD: each column’s lattice is a parallel task
• 30-column dataset: 30 independent tasks → 3.4×;
• 9-column dataset: 9 tiny tasks → thread overhead dominates

→ slower;
• HyUCC: increasing parallelization increased variance.

• The author also tried parallelizing with lower granularity
• turned out to be worse across the board;
• no measurements provided.

• Faida: mutex-protected inverted index insertion
• dataset with many duplicate values → frequent lock

contention;
• lock-free variant (atomic bit-vector) fixed it, but used more

memory;
• ORDER: validation stops at first counterexample (“swap”)

• On datasets with few dependencies (most of them): found
immediately.
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Case #4: Takeaway

• Parallelization has to be applied precisely
• Parallelization costs are high:

• the code is hard to write, modify, maintain, debug, analyze;
• benefits are not guaranteed and are data-dependent;
• performance regressions are notoriously hard to track down;

• cache bouncing, contention, memory bandwidth limitations
(on beefy CPUs).

• Recurring pitfalls:
• granularity: if individual tasks are too small, scheduling

overhead dominates;
• data dependence: the same code can scale well or poorly

depending on input;
• Amdahl’s law: if the parallel portion is small, threads don’t

help.
• What works:

• smart granularity choice;
• always measure to track changes and prove improvements.
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Case #5: No C++ knowledge needed

• Pyro — Functional Dependency discovery
• The number of minimal non-trivial FDs is O(N · 2N).
• Huge number of candidates need to be checked
• The algorithm is partition-based:

• to check a candidate, calculates its partition;
• a partition is calculated by intersecting other partitions;
• partition intersection is rather costly, performed frequently,

and its results are reusable.
• Natural idea — cache partition intersections:

• resembles dynamic programming;
• but the number of partitions is huge — which to cache?

• Original algorithm uses coin-flip, essentially random
• But some partitions are more likely to be reused than others.
• Idea — introduce a metric to estimate how likely a partition is

to be reused.
• Result — https://link.springer.com/chapter/10.1007/978-3-

030-30278-8_7.
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Case #5: No C++ knowledge needed

• Used two existing metrics known in the field, also introduced a
novel one

• The results:
• consistent improvement across a number of datasets;
• significant improvement on the large dataset.

• Easy to implement, hard to come up with
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Case #5: No C++ knowledge needed

• GFD Mining — Graph Functional Dependency discovery
• the initial implementation worked correctly;
• but it was unacceptably slow — even on small test graphs;

• The author ran perf and generated flame graphs

• One massive tower: rule generation
• Hypothesis: far too many candidate rules are being generated

and checked
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Case #5: The fix

• Not micro-optimization. Not SIMD. Not better containers.
• A completely different algorithm for rule generation:

• based on other algorithms in the same field;
• replaced exhaustive generation with a lattice-based approach;
• implemented aggressive pruning.

• This is not a C++ optimization
• it’s an algorithmic optimization that could be done in any

language;
• but it was only discovered because someone profiled first.
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Case #5: The result

Test graph |V |+|E | Baseline (ms) Improved (ms)
Blogs 25 15 <1
Channels 32 33 <1
Movies 19 331 6
Symbols 63 2599 2
Shapes 20 1297 <1

• Same hardware, same language, same compiler flags
• The only difference: better algorithm
• One more quick example: HyMD algorithm

• Algorithmic improvements resulted in significant speedups
• 5×-170× over Java
• 1.75×-163× over baseline C++

• https://ieeexplore.ieee.org/document/10749955
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Case #5: Takeaway

• No amount of SIMD, parallelism, or container tuning can
rescue a fundamentally wasteful algorithm

• Profiling (perf, flame graphs) is not optional
• it’s the first step, not a last resort;

• The biggest performance wins are almost always algorithmic
• 5× from better containers;
• 5× from avoiding copies;
• >100× from not doing unnecessary work.
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How did we do against Java?

0.25× 0.5× 1× 2× 5× 10× 25× 50× 100× 250×
Speedup  (Java time / C++ time)

gSpan
AIDFD

FastADC
FDep

Faida (seq)  
SPLIT

Faida (par)  
TANE

Pyro  
FastFDs (seq)  

ORDER  
FastOD

DepMiner
DES  

FD_Mine
HyUCC (par)  

MaxFEM
FastFDs (par)  
HyUCC (seq)  

CFDFinder
HyMD  

parity

Java faster C++ faster 

Desbordante (C++) vs Java: Speedup Across Algorithms

Median (final)
Median (first try)
Min Max range (final)
Min Max range (first try)
Covered in talk
Java faster (median < 1×)
Marginal (1 2×)
C++ faster (2 5×)
C++ much faster (>5×)
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Sir, why is every function called JIT

• This flamegraph tells you both everything and nothing
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The Mighty JIT

• HyUCC close call
• Flamegraphs have shown — 90% of the time is spent in
Validator function

• very hot function, exactly what JIT is good at
• Java uses Object2IntOpenHashMap — a container specialized

for storing ints
• avoids boxing/unboxing
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What about the bottom?

0.25× 0.5× 1× 2× 5× 10× 25× 50× 100× 250×
Speedup  (Java time / C++ time)

gSpan
AIDFD

FastADC
FDep

Faida (seq)  
SPLIT

Faida (par)  
TANE

Pyro  
FastFDs (seq)  

ORDER  
FastOD

DepMiner
DES  

FD_Mine
HyUCC (par)  

MaxFEM
FastFDs (par)  
HyUCC (seq)  

CFDFinder
HyMD  

parity

Java faster C++ faster 

Desbordante (C++) vs Java: Speedup Across Algorithms

Median (final)
Median (first try)
Min Max range (final)
Min Max range (first try)
Covered in talk
Java faster (median < 1×)
Marginal (1 2×)
C++ faster (2 5×)
C++ much faster (>5×)
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Resources & Thank You

• GitHub:
https://github.com/Desbordante/desbordante-core

• PyPI: pip install desbordante
• Web demo: https://desbordante.unidata-platform.ru
• The papers referenced in this talk are available in the

repository

Performance isn’t granted.
But it’s absolutely achievable —
if you’re willing to investigate.
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